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Abstract

Vposledních dvou dekádách regresní modely na bázi gaussovských procesů
prožily markantní rozvoj ve strojovém učení a jsou atraktivní alternativou k
mnoha ustáleným regresním modelům v širokém rozsahu aplikací. Regrese
s gaussovskýmprocesem je bayesovský neparametrickýmodel, který slučuje
vysokou flexibilitu s traktabilní bayesovskou inferencí.

První aplikací GP modelů v této disertaci je identifikace nelineárních časově
invariantních systémů afinních v řízení s funkcionální nejistotou. V disertaci
navrhuji identifikačnímetodu s rekurzivním gaussovskýmprocesem, kterou
dále aplikuji ve funkcionálním duálním adaptivním řízení.

Ve druhé části disertace se soustředím na lokální nelineární sigma-bodové
filtry, které aproximují netraktabilní momentové integrály numerickými kva-
draturními pravidly. GP regrese hraje důležitou roli v bayesovské kvadratuře,
která nahlíží na kvadraturu jako na problém pravděpodobnostní inference.
Principu bayesovské kvadratury využívám ke konstrukci obecných kvadra-
turních momentových transformací na bázi gaussovského a studentského
t-procesu, které následně aplikuji pro konstrukci sigma-bodových filtrů.
Na varianci integrálu je nahlíženo jako na model integrační chyby, kterou
navržené momentové transformace reflektují ve výsledných kovariancích.
Finální přínos je věnován využití derivace integrované funkce ke snížení
variance integrálu. Dále také dokazuji spojitosti s linearizační transformací
využívané rozšířeným Kalmánovým filtrem.



Abstract

In the last two decades, Gaussian process regression models have experi-
enced a resurgence in the machine learning community and continue to be
an attractive alternative to the established regression models in wide range
of application areas. Gaussian process regression is a Bayesian nonpara-
metric model, which combines high expressiveness with tractable Bayesian
inference.

The first application of GP models in this thesis is the identification of non-
linear time-invariant systems affine in control with functional uncertainty.
I develop a recursive GP system identification method and apply it in a
functional dual adaptive control.

In the second part of this thesis, I focus on the local nonlinear sigma-point
filters, which approximate the intractable moment integrals by means of
numerical quadrature rules. GP regression plays an important role in devel-
opment of the Bayesian quadrature (BQ), which views numerical integration
as probabilistic inference. I use the BQ approach to construct the moment
transforms based on the Gaussian process quadrature and the Student’s
t-process quadrature. Variance of the integral is seen as a model of the
integration error, which the proposed moment transformations reflect in
the resulting covariances. The final contribution is devoted to utilization
of derivative observations for decreasing the integral variance. Further-
more, I show connections to the linearization transform employed in the
well-known extended Kalman filter.
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Chapter 1

Introduction

In the last two decades, Gaussian process regression models have experienced a resur-
gence in the machine learning community and continue to be an attractive alternative to
the established regression models in wide range of application areas. What caused this
sudden interest in regression models, that have been known in geostatistics community
since the 60’s? What makes them so attractive to many researchers today? To answer
this, we have to look back to PhD thesis authored by Neal [1995]. Conventional wisdom
at the time was that a neural network with very large number of hidden units would
overfit the data and that the parameter optimization in such cases would be numerically
unfeasible [Le Roux and Bengio, 2007]. Neal proposed a counterexample, which showed
that Bayesian neural network with a Gaussian prior on hidden-to-output weights con-
verges to a Gaussian process prior when the number of hidden units approaches infinity.
Since expressive models are highly desirable for modeling complex functional depen-
dencies, this was an encouraging discovery, which motivated Rasmussen and Williams
to conduct further research into GP models. Gaussian process regression is a Bayesian
nonparametric model, which combines high expressiveness with tractable Bayesian
inference. For suitable choices of covariance functions, many conventional regression
models are just special cases of GP regression [Rasmussen and Williams, 2006]. Fa-
vorable analytical properties of GP models make them the natural first choice when
it comes to dealing with functional uncertainty. They were utilized for probabilistic
formulation of time-frequency analysis [Turner and Sahani, 2014], predictive control
[Kocijan et al., 2003], reinforcement learning [Deisenroth, 2009] and many other areas.

The first application of GP models in this thesis is in the system identification [Ko-
cijan et al., 2005]. The system model is obtained in a primarily data-driven manner,
which is in direct contrast to mathematical modeling, where the primary source of
knowledge are the natural laws from physics or biology. Broadly speaking, the models
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can be categorized as either parametric, which typically assume rigid structure with finite
number of parameters, or non-parametric, where the model structure changes with the
dataset and which can be construed as having potentially infinite number of parameters
[Orbanz and Teh, 2010]. Well-known parametric structures include for example ARX
and ARMAX models for linear systems [Ljung, 1999], while for non-linear systems, the
NARMAX [Billings, 2013] or the various types of neural networks [Fabri and Kadirka-
manathan, 2001] can be named. Methods based on frequency response and correlation
analysis [Pintelon and Schoukens, 2012] are the typical examples of nonparametric
methods for linear system identification. For its many favorable properties, the GP
regression model is a uniquely suited candidate for the nonparametric identification of
nonlinear systems. In Chapter 5, I develop a recursive GP system identification method
and apply it in a functional dual adaptive control, which has been largely dominated
by neural networks [Fabri and Kadirkamanathan, 2001].

Dynamic systems are widely used to model the behavior of real processes through-
out the sciences. In many cases, it is useful to define a state of the system and conse-
quently work with a state-space representation of the dynamics. When the dynamics
exhibits stochasticity or can only be observed indirectly, the problem of state estimation
becomes relevant. Estimating a state of the dynamic system from noisymeasurements is
a prevalent problem inmany application areas such as aircraft guidance, GPS navigation
[Grewal et al., 2007], weather forecast [Gillijns et al., 2006], telecommunications [Jiang
et al., 2003] and financial time series analysis [Bhar, 2010]. When the state estimator is
required to produce an estimate using only the present and past measurements, this is
known as the filtering problem.

If the system dynamics and measurement functions are linear and state and mea-
surement noises are white, additive and independent of the state initial condition, then
the best linear unbiased estimator of the system state, in the sense of least mean square
error, is known as the Kalman filter (KF) [Kalman, 1960; Kalman and Bucy, 1961]. It was
soon realized that the requirement of linearity posed by the KF can be very restrictive,
which naturally led to the development of filters that were able to cope with nonlin-
earities in the system description. The first of such was the extended KF (EKF) [Smith
et al., 1962], which rests on the idea of local linearization by Taylor series expansion. A
conceptually different approach is used by the unscented KF (UKF), where the idea is
to approximate probability densities by a finite set of sigma-points.

I focus on the nonlinear local filters, which approximate the intractable moment in-
tegrals by means of numerical quadrature rules. GP regression plays an important role
in development of the Bayesian quadrature (BQ), which views numerical integration as
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probabilistic inference. A great advantage of BQ is that it provides probabilistic charac-
terization of the integration error as part of the result. BQ fits into a broader emerging
field of probabilistic numerics [Hennig et al., 2015] which views numerical computation
as a process of Bayesian statistical inference, where the result is a probability measure
over the solutions - not just a single solution.

The first part of the thesis covers the preliminaries. Chapter 2 outlines the problem
of system identification, describes the popular parametric models and concludes with
a section containing a detailed description of the GP regression. Chapter 3 is mainly
devoted to introduction of the local nonlinear filtering. The transformation of moments
is identified as the central problem in local nonlinear filtering and summary of the
most commonly used moment transformations and corresponding filters is provided.
Bayesian quadrature is discussed in the last section of the chapter. The second part of
the thesis contains the contributions. Application of GPs for system identification in the
context of functional dual adaptive control is covered in Chapter 5. Chapter 6 develops
a general purpose moment transformation based on the Gaussian process quadrature
(GPQ), which is later used for design of GPQ Kalman filter. I further propose the use of
the Student’s t-process quadrature (TPQ) as an alternative to GPQ. The general-purpose
TPQ moment transform is defined, applied for construction of the TPQ Student’s t-
filter and compared with the GPQ in numerical experiments. Finally, I propose the
use of derivative observations in GPQ and show connections of such quadratures to
linearization.
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Chapter 2

System Identification

Discovering the workings of the physical reality is one of the preeminent goals of the
scientific endeavor. Human beings and other intelligent lifeforms obtain data through
their qualitatively limited sensory observations and then infer a mental model of the
external world on a daily basis. Themental model can thus be understood as a summary
of the current state of belief about the external world.

System identification is a discipline largely developed in the control engineering
community whose main objective is to infer models of dynamical systems primarily
on the basis of measured data. The goals of system identification are twofold. Firstly,
the objective is to build a model of the dynamical system that is a good approximation
to the measured input-output data and, at the same time, minimizes the prediction
error. Building on top of this, the second objective is to find a parsimonious model
structure with easily interpretable parameters that reveals the underlying dynamic
system characteristics. We will be predominantly concerned with building models
with good predictive performance. This is also referred to as black-box or, in case more
assumptions are placed on the model structure, gray-box modeling.

In our discourse, a system is understood to be a part of unknown physical reality,
which can only be observed indirectly through noisy sensorymeasurements. Sincemany
natural processes of engineering interest evolve in time, we will restrict our attention
to dynamical systems, which describe how variables interact with each other in order
to produce observable signals of interest, called outputs, in response to the external
stimuli. Inputs are the signals that can be manipulated by the observer. Any other
external stimuli are called disturbances, which represent an unpredictable influence on
the system.

Before the identification can begin, it is necessary to design the experiment, which
involves specifying a sufficiently rich input signal so that the obtained dataset is maxi-
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u(t)
System

y(t)

v(t)

Figure 2.0.1: A diagram of a dynamical system turning the input signal u(t) into an output y(t).
The whole system is affected by unpredictable external disturbances v(t).

mally informative. Designing an ideal experiment is not always possible, though; in
which case, data from the normal operation of the system has to be used.

Once the data has been collected, we have to choose a model set, usually on the basis
of intuition and prior knowledge of the system, where every model is identified by
a specific parameter values. Broadly speaking, models can be categorized as either
parametric, which typically assume rigid structure with finite number of parameters; or
non-parametric, where themodel structure changeswith the dataset and can be construed
as having potentially infinite number of parameters [Orbanz and Teh, 2010]. These
differences are discussed more in Section 2.2.1. The final step is to use an appropriate
identification method, which processes the measured data in order to find optimal values
of the model parameters.

In the discussion that follows, I have left out the non-parametric methods for linear
systems based on frequency response, correlation, transient and spectral analyses.
Interested reader is referred to [Pintelon and Schoukens, 2012] for detailed coverage of
the frequency response analysis. Great overview of the non-parametric identification
methods can be found in the classics by Söderström and Stoica [1989] and Ljung [1999].

2.1 Parametric Models

In this section, I briefly summarize the contemporary parametric models for linear and
nonlinear systems, and also mention the commonly employed identification methods.

The Autoregressive Moving Average Model with Exogenous Input (ARMAX) is a
well-known parametric model for linear systems. The form is given by

y(k) +

na∑
i=1

aiy(k − i) =

nb∑
i=1

biu(k − i) + ε(k) +

nc∑
i=1

ciε(k − i), (2.1.1)

where y(k) is the system output, u(k) is the input and ε(k) is a noise signal with zero
mean and finite variance. The quantities na, nb and nc are the maximum lags for the
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relevant signals. Setting certain parameters to zero, results in several recognized special
cases of the ARMAXmodel which are listed in the Table 2.1.1 along with the conditions.
Other forms, such as Box-Jenkins model, are covered in [Billings, 2013].

Model structure Conditions

ARMA bi = 0
ARX ci = 0
AR bi = ci = 0
MA ai = bi = 0

Table 2.1.1: Several widely recognized substructures of the ARMAX model.

The parameters of the ARXmodel can be easily estimated by the ordinary least squares
(OLS) and the solution is available in closed-form. In general though, finding optimal
parameter values for the ARMAX model, is a nonlinear regression problem requiring
iterative methods, such as the extended least squares (ELS), the prediction error method
(PEM) or the instrumental variables (IV). Note that PEM and IV are general model fitting
frameworks containing concrete algorithms (such as ELS) as special cases.

The NARMAX model is a natural generalization1 of the above in that it allows for
arbitrary nonlinear combination of inputs, outputs and noise terms. The model is given
by

y(k) = g(y(k − 1), y(k − 2), . . . , y(k − ny),

u(k − d− 1), u(k − d− 2), . . . , u(k − d− nu),

ε(k − 1), ε(k − 2), . . . , ε(k − nε)) + ε(k) (2.1.2)

where g is an arbitrary nonlinear function, the time delay is typically set to d = 1 and
the quantities ny, nu, nε are maximum lags of the corresponding signals. “A significant
proportion of nonlinear systems can be represented by a NARMAX model including
systems with exotic behaviors such as chaos, bifurcations, and subharmonics” [Billings,
2013].

The unknown nonlinearity g is most commonly parametrized by the power-form
polynomial representation of given degree, which has been extensively studied and for
which many identification algorithms have been developed. Polynomials are smooth
functions and, thanks to the Weierstrass theorem, there are approximation guarantees
for continuous functions on closed domains. However, the expansion can be ill condi-

1By definition, the term “nonlinear” excludes the linear case. Strictly speaking then, NARMAX
complements ARMAX.
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tioned due to the rapid growth of terms in the expansion. Rational functions [Zhu and
Billings, 1993], general basis function expansions [Billings and Chen, 1989], wavelets
[Wei and Billings, 2004] and neural networks [Chen et al., 1990] have been used as
successful alternatives.

When the unknown nonlinear function is represented as linear-in-parameters, the
identification method of choice for NARMAX models is the orthogonal least squares
algorithm [Korenberg et al., 1988]. The solutions are typically sparse, which means that
most of the terms in the expansion will be eliminated. The resulting model parsimony
is a beneficial property for practical computational reasons, but it also reveals more
about the underlying system dynamics (i.e. more than a black-box model).

2.2 Gaussian Process Regression

Gaussian process models [Barber, 2012; Bishop, 2007; Murphy, 2012; Rasmussen and
Williams, 2006] are flexible non-parametric Bayesian models for regression and classifi-
cation, that are enjoying a great surge of interest in recent decades. Gaussian process
models are also at the heart of the Bayesian quadrature, a novel methodology for nu-
merical approximation of integrals [Briol et al., 2015; Osborne et al., 2012; Rasmussen
and Ghahramani, 2003], which might offer promising research directions in nonlinear
filtering [Prüher and Šimandl, 2015; Särkkä et al., 2014; Särkkä et al., 2016].

The basic mathematical entity underlying these models is a stochastic Gaussian
process. Formally, stochastic process is defined as a collection of random variables
{f(x) : x ∈ X} indexed by elements of an index set X [Grimmett and Stirzaker, 2001].
Although in the literature the stochastic processes are often discussed in the context
of temporal settings (the index set is one-dimensional and represents time; X = R+),
note that by definition there are no restrictions placed on the index set. Thus a stochas-
tic process can just as easily be defined on spacial domains (as it is common in geo-
statistics [Cressie, 1993]) as well as dx-dimensional Euclidean spaces2 (e.g. X = Rdx).
A stochastic process is characterized by specifying a finite dimensional distribution
p(f(x1), f(x2), . . . , f(xN )) for all finite subsets {x1, x2, . . . , xN} of an index set [Jazwin-
ski, 1970]. For a Gaussian process it holds that all its finite dimensional distributions
are Gaussian. Intuitively, Gaussian process (GP) can be understood as an infinite-
dimensional extension of the multivariate Gaussian distribution and thus defines distri-
bution over functions3. Analogously to the Gaussian distribution, a GP is fully specified

2A more accurate term for this mathematical entity is random field [Adler, 1981].
3Functions can be informally regarded as N -tuples of function values

[
f(x1) f(x2) . . . f(xN )

]>
for which N → ∞, i.e. as infinite-dimensional vectors.
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by its mean and covariance functions. For a GP distributed random function we will
write

f(x) ∼ GP
(
m(x), k(x, x′)

)
(2.2.1)

wherem(x) is the mean function and k(x, x′) is the covariance function. The covariance
function is also often referred to as the kernel in machine learning literature [Rasmussen
and Williams, 2006; Schölkopf and Smola, 2002]. The GP kernel k(x, x′) : X× X→ R
is a symmetric non-negative definite function; and conversely, every symmetric non-
negative definite function defines a centered (zero-mean) GP [Janson, 1997]. In the
following exposition, we will use the zero mean functionm(x) = 0 because it simplifies
notation.

Gaussian processes are the basis for the class of non-parametric GP regression
and classification models, which are gaining on popularity in the machine learning
community, because of their expressive power, flexibility and number of favorable
theoretical properties [Rasmussen and Williams, 2006]. In the following, we will focus
on the GP regression model as it lends itself nicely to function approximation, which is
a problem prevalent in many applications, including nonlinear filtering [Särkkä, 2013;
Särkkä et al., 2014; Turner and Rasmussen, 2010], system identification [Kocijan et al.,
2005; Prüher and Šimandl, 2014], model predictive control [Kocijan et al., 2003], time
series forecasting [Girard et al., 2003], functional dual adaptive control [Král et al., 2014]
and reinforcement learning [Deisenroth, 2009; Kuss and Rasmussen, 2004; Park et al.,
2013].

Gaussian process regression is a powerful non-parametric Bayesian model for solving
nonlinear regression problems. Many parametric regressionmodels, such as polynomial
regression, neural networks and splines, can be obtained as a special case of the GP
model [Rasmussen and Williams, 2006] by a suitable choice of the covariance function.
Consider a dataset of input-output pairs D = {(x1, y1), . . . , (xN , yN )}, where the
outputs are related to inputs through some unknown function

y = f(x) + ε, ε ∼ N
(
0, σ2

)
, (2.2.2)

and are corrupted with zero-mean Gaussian noise. The goal of regression is to esti-
mate the functional relationship between the observed data which also needs to give
satisfactory predictive performance. Parametric regression models typically specify the
regression function f(x) by some parametric form as in eq. (2.2.14), which introduces
rigid assumptions on the modeled relationship between inputs x and outputs y. The
key distinguishing idea of the GP regression is that the unknown function is modeled

8



as a GP
f(x) ∼ GP

(
0, k(x,x′)

)
(2.2.3)

where the modeling assumptions are introduced through the choice of the kernel
(covariance) function k(x,x′). The zero-mean assumption is for notational and analytical
convenience and does not present any serious limitation to the model flexibility, because
the posterior mean is given as a weighted sum of kernels, which will become apparent
later (see eq. (2.2.13)). Specifying the mean function is only important if we want to
improve model’s interpretability and predictive performance for inputs that lie far away
from the training set. If we lack any meaningful nominal model that could be used as
the mean function, one can always use any type of parametric basis function model as
the mean [Rasmussen and Williams, 2006, Sec. 2.7].

From the viewpoint of Bayesian inference one could say that we have just specified a
prior distribution over functions themselves. Since the unknown function in eq. (2.2.3) is
a GP, the distribution for any finite subset of function values f =

[
f(x1) . . . f(xN )

]>
is multivariate Gaussian and will be denoted as

p( f |X,θ ) = N( f |0, K), (2.2.4)

where the kernel matrix is given by pair-wise evaluations of the kernel function

K =


k(x1,x1;θ) . . . k(x1,xN ;θ)

... . . . ...
k(xN ,x1;θ) . . . k(xN ,xN ;θ)

 . (2.2.5)

The kernel function further depends on the parameters θ, where the dependence will be
omitted to keep the notation uncluttered. For a set value of θ, we can draw samples from
a GP prior. The Figure 2.2.1 shows the samples from a GP prior that uses RBF kernel.
By choosing this kernel, the model operates with the assumption that the unknown
function is smooth.

In the following, let f? =
[
f(x?1) . . . f(x?M )

]>
be a vector of function values for a

given testing setX? =
{
x?1, . . . , x?M

}
and letX = {x1, . . . , xN} and y =

[
y1 . . . yN

]>
denote the training set. The GP posterior is given by the Bayes’ theorem as

p( f |X,y,θ ) =
p(y | f ,X)p( f |X,θ )

p(y |X,θ )
, (2.2.6)

where the term p(y |X,θ ) is called marginal likelihood, which is useful for setting the
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x?

f
(x
?
)

Figure 2.2.1: Gaussian process prior distribution with the RBF kernel. The mean function (bold),
GP prior samples (gray), predictive uncertainty (gray band).

kernel parameters (see Section 2.2.2). For a Gaussian likelihood, that is p
(
y
∣∣ f , σ2

)
=

N
(
y
∣∣ f , σ2I

)
, the inference can be done exactly and results in a Gaussian posterior

p( f |X,y,θ ) = N
(

f
∣∣∣K(K + σ2I

)−1
y, K−K>

(
K + σ2I

)−1
K
)
. (2.2.7)

With the posterior distribution in hand, we can ask what function values f? the model
predicts for new test inputs X?. We arrive at the predictive distribution by first consid-
ering the joint distribution over the function values at the training and test inputs

p( f , f? |X,X?,y,θ ) = N

([
f

f?

] ∣∣∣∣∣0,
[

K K?

K>? K??

])
, (2.2.8)

where K? is N ×M a matrix with elements k(xi,x
?
j ) and K?? is an M ×M matrix

with its elements given by k(x?i ,x
?
j ). The joint predictive distribution is formed by

marginalizing w.r.t. posterior distribution over functions

p( f? |X?,X,y,θ ) =

∫
p( f? | f ,X?,X,y )p( f |X,y,θ ) df . (2.2.9)

Note, that f in eq. (2.2.9) has the same role as the parameter w in eq. (2.2.15), only
now f can have arbitrarily large dimension depending on the size of the training set.
Predictions of function values f? at testing inputs X? have the mean and covariance
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given by

E[f? | X?,X,y,θ] = K>?
(
K + σ2I

)−1
y, (2.2.10a)

C[f? | X?,X,y,θ] = K?? −K>?
(
K + σ2I

)−1
K?. (2.2.10b)

For a single test input x? the predictive mean and variance of f(x?) are given by

m(x?) = E[f(x?) | D] = k(x?)>
(
K + σ2I

)−1
y, (2.2.11a)

σ2(x?) = V[f(x?) | D] = k(x?,x?)− k(x?)>
(
K + σ2I

)−1
k(x?), (2.2.11b)

where k(x?) = k(x?,X) =
[
k(x?, x1) . . . k(x?, xN )

]>
. The GP mean function and

the predictive variance are depicted in Figure 2.2.2. The expression (2.2.11a) for the

x?

f
(x
?
)

xi

yi

Figure 2.2.2: Gaussian process posterior distribution using RBF kernel. True underlying function
(dashed), the GP posterior mean function m(x?) (bold), posterior predictive variance σ2(x?)
(gray area), training data (black dots) and the GP posterior samples (gray).

predictive mean can be rewritten using the substitution

α =
(
K + σ2I

)−1
y (2.2.12)

as

m(x?) =

N∑
i=1

αi k(xi, x?). (2.2.13)

An interesting and useful property is that the mean function has a finite-dimensional
representation, despite the fact that the mean function is an infinite dimensional object.

11



The insight we can draw from this is twofold 4. First, we see that the GP prediction is a
linear combination of kernel evaluations, thus (2.2.11a) is a linear predictor [Rasmussen
and Williams, 2006]; and second, the more training data is used, the more compli-
cated the expression for the posterior mean function will become, which is expected
characteristic behavior of non-parametric models.

2.2.1 Relation to Parametric Models

The undisputed advantage of the GP models is that they are non-parametric. The
nomenclature can be somewhat confusing, because ’non-parametric’ here does not
mean that the model has no parameters - in fact, non-parametric models have as much
parameters as is needed (potentially infinite number of them) [Orbanz and Teh, 2010].
Another characteristic of such models is that they are not restricted by any prescribed
parametric structure and their number of ’parameters’ depends on the size of the
dataset.

The non-parametric models stand in stark contrast to parametric models, which have
a fixed structure and a finite number of parameters. To illustrate, consider a parametric
Bayesian linear (in parameters) regression model

y = f(x; w) + ε, ε ∼ N
(
0, σ2

)
(2.2.14)

where the goal is to infer posterior distribution of the parameters p(w |D) from data in
the form of input-output pairs D = {(x1, y1), . . . , (xN , yN )}. Once the posterior over
parameters is obtained, the predictive distribution p(y? |x?,D) over an output (model
response) y? given a new input x? is given by

p(y? |x?,D) =

∫
p(y? |x?, w )p(w |D) dw. (2.2.15)

The limitation of parametric models now becomes clearer. The following intuition from
Ghahramani [2013] is especially helpful: “We can think of all models as information
channels from past data D to future predictions y?. The parameters w in a paramet-
ric model constitute a bottleneck in this information channel. The complexity of the
model, and the capacity of the channel, is bounded, even if the amount of observed
data becomes unbounded. Parametric models are therefore not generally very flexi-

4Another insight is gained by using the substitutionβ = k(x?)>
(
K+ σ2I

)−1, which leads tom(x?) =∑N
i=1 βi yi. The prediction at x? is formed by weighted sum of noisy observations yi, which indicates that

2.2.11a is a linear smoother.
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ble.” Increasing the number of parameters to infinity, would ensure that the flow of
information from data to predictions is unlimited, which would essentially remove the
parametric bottleneck. Indeed, constructing non-parametric models as a limiting case
of parametric models is a proven strategy [Neal, 1995; Rasmussen, 1999].

2.2.2 Setting Kernel Parameters

The problem of model selection in the context of GP models refers to the optimal setting
of the kernel parameters θ. Seeking an optimal value for the parameters is a frequentist
resolution to the problem, whereas a fully Bayesian treatment would employ integration
over parameter posterior for making predictions

p( f? |X?,X,y ) =

∫
p( f? |X?,X,y,θ )p(θ |X) dθ. (2.2.16)

A popular way of finding an optimal setting of kernel parameters is maximization of
the marginal log-likelihood. Other ways of dealing with kernel parameters are outlined
in [Rasmussen and Williams, 2006]. Marginal likelihood (evidence [MacKay, 2003]) for
the GP regression model is given by

p(y |X,θ ) =

∫
p(y | f ,X)p( f |X,θ ) df , (2.2.17)

which is just the denominator in eq. (2.2.6) and is essentially a combination of likelihoods
weighted by the prior over the ’parameter’ f . In practice, it is convenient to work with
the logarithm of marginal likelihood, which, for a Gaussian likelihood, has an analytic
form

log p(y |X,θ ) = −1

2
y>
(
K(θ) + σ2I

)−1
y︸ ︷︷ ︸

data fit

−1

2
log
∣∣K(θ) + σ2I

∣∣︸ ︷︷ ︸
complexity penalty

−N
2

log 2π. (2.2.18)

Maximizing (2.2.18) w.r.t. θ automatically trades-off the data fit term, which encourages
complex models, with the complexity penalty term, which penalizes complex models
and prevents overfitting. Gradient-based optimization algorithms, such as nonlinear
conjugate gradient descent, can be used to obtain the ML-II estimate. The likelihood
gradient is given by

∂

∂θi
log p(y |X,θ ) =

1

2
Tr

{(
αα> −K(θ)−1

)∂K(θ)

∂θi

}
, (2.2.19)
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were α is given by eq. (2.2.12). The marginal log-likelihood has multiple local maxima,
which could be construed as different explanations of the observed data. When using
this method, Wilson [2014] observed consistent model underfitting on small datasets.
Proper setting of kernel parameters is thus of crucial importance for predictive perfor-
mance of the GP model as illustrated in Figure 2.2.3, where mean functions of the GP
with kernel k(x, x′) = exp

(
− 1

2λ2
(x− x′)2

)
are compared for three different values of

the input lengthscale parameter λ.

x?

f
(x
?
)

λ = 0.92

λ = 0.10

λ = 2.50

Figure 2.2.3: Predictive performance of a GP regression model with radial basis function
covariance kernel is strongly affected by the values of the input lengthscale λ. For values that are
too large (λ = 2.50) the predictive variance is unreasonably low (green), whereas for too small
values (λ = 0.10) the posterior mean function changes too rapidly (yellow). The value λ = 0.92
was determined by marginal likelihood maximization (blue). The true function (dashed) is in
red.

2.2.3 Approximations

The Gaussian process regression computes the predictions using all the available data
points, which becomes computationally expensive, even prohibitive, for data sets that
grow in size with time. For the standard GP regression the computational demands
for prediction grow as O(N3) and memory requirements grow with O(N2), where N is
the size of the training set. This fact can be easily seen from eqs. (2.2.11a) and (2.2.11b),
where the complexity is dominated by the inversion of N ×N matrix K + σ2I.

For this reason, a number of approximations for the GP regression have been pro-
posed, which typically reduce the computational demands to O(M2N) whereM � N .
The subset of regressors approximation was proposed by Wahba [1990]. Another obvi-
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ous approach is to avoid using the whole data set, but instead only use an informative
subset of the data [Silverman, 1985]. Bayesian committee machine [Tresp, 2000] divides
the dataset and forms the final predictive mean as a combination of the predictive
means computed on each of the data partitions. Sparse greedy GP regression [Smola
and Bartlett, 2001] is a representative of a greedy approximation strategy. The general
idea is to maintain an active set of data points, which are added to the set only if a
certain criterion is satisfied. Csató and Opper [2002] proposed the sparse online GP,
which processes the data sequentially and gradually builds up a set of representative
data based on information criteria. Another approach was proposed by Williams and
Seeger [2001], who used the Nyström method for approximation of the kernel matrix.
The sparse pseudo-input GP was proposed by Snelson and Ghahramani [2006], where
the main idea is to jointly optimize the pseudo-input locations with kernel parameters.

Quiñonero Candela and Rasmussen [2005] presented a unifying framework, which
recasts the problem of approximate inference with exact prior as a problem of exact inference
with approximate prior. The framework rests on the idea of inducing variables u, which turn
out to be equivalents of, what other authors referred to as, “active set”, “pseudo-inputs”
or “support points”. The joint Gaussian prior (2.2.8) can be written as

p(f?, f) =

∫
p(f?, f ,u) du =

∫
p( f?, f |u)p(u) du, (2.2.20)

where u ∼ N(0, Kuu). The fundamental approximation, which gives rise to most sparse
approximations, is to assume that f? and f are conditionally independent given u, such
that

p(f?, f) ' q(f?, f) =

∫
q( f? |u)q( f |u)p(u) du. (2.2.21)

Additional assumptions about the training conditional q( f |u) and the test conditional
q( f? |u) then lead to different approximation algorithms. Among the more recent
approaches, Hensman et al. [2013] worked with the idea of inducing variables and
introduced a stochastic variational inference for GP regression achieving O(M3) com-
plexity, whereM is the number of inducing variables. The idea behind the approach of
Lázaro-Gredilla et al. [2010] is to use sparse spectral representation of the GP. Särkkä
and Hartikainen [2012] proposed a solution which converts the GP regression to the
state-space representation, where inference can be done using the Kalman smoother
with linear O(N) complexity. This approach is limited in that it can only be applied to
one-dimensional inputs (e.g. temporal processes). Huber [2013], drawing on the work
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of Reece and Roberts [2010], proposed the recursive Gaussian Process algorithm, where
the main idea is to specify a priori positions of the so-called basis vectors. The function
values at the basis vectors are updated recursively together with kernel parameter
[Huber, 2014]. The equations take on the form reminiscent of the Kalman smoother.
This approach is not limited by the dimensionality of the input but the number of
basis vectors, necessary to achieve good results, scales exponentially with dimension
[Prüher and Šimandl, 2014]. Bui and Turner [2014] proposed a tree-structured GP
approximation suitable for time series data.

Quiñonero Candela et al. [2007] gave an overview of the approximation methods
based on the inducing inputs as well as fast matrix vector multiplication algorithms.
Somemethods are also discussed in [Rasmussen andWilliams, 2006]. Schwaighofer and
Tresp [2003] compared some of the approximations developed earlier, while Chalupka
et al. [2013] proposed an evaluation framework.

Recursive Gaussian Process Regression

The recursive Gaussian process (RGP) approximation is heavily utilized in contributions
to nonlinear system identification, discussed in Chapter 5, which is why it is described
here in more detail. RGP was proposed by Huber [2013] as a solution to the problem
of GP regression for on-line processing of sequentially arriving data. The main idea
of this approximation is to use a predefined set of basis vectors, which are updated
and effectively summarize the obtained information about the unknown function on
a user-defined domain from currently available measurements. Instead of using all
the data for prediction, as in the case of vanilla GP (cf. eqs. (2.2.11a) and (2.2.11b)),
predictions of the RGP model are computed from the basis vectors. The number of
basis vectors S � N (where N is the number of data points) is fixed throughout the
operation of the algorithm, which enables to keep the computational demands in check.

Keeping with the notation in [Huber, 2013], let Φ̃ =
[
φ̃1 . . . φ̃S

]
denote D × S

matrix of the basis vectors and f̃ = f(Φ̃) the corresponding vector of values of the
unknown latent function. Because f is a GP, the distribution p0

(
f̃
)

= N
(

f̃
∣∣∣ µ̃0, Σ̃0

)
at

initial time step k = 0 is Gaussian. For any time step k > 0, new set of L observations
yk =

[
yk,1 . . . yk,L

]
at input locations Xk =

[
xk,1 . . . xk,L

]
is processed. The goal

is then to calculate posterior distribution

p
(

f̃
∣∣∣y1:k

)
= N

(
f̃
∣∣∣ µ̃k, Σ̃k

)
(2.2.22)

at time k, where y1:k =
[
y1 . . . yk

]
, by combining the new observations yk with the
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distribution
p
(

f̃
∣∣∣y1:k−1

)
= N

(
f̃
∣∣∣ µ̃k−1, Σ̃k−1

)
(2.2.23)

from the previous time step, which functions as a prior in Bayesian setting. Calculation
of the posterior p

(
f̃
∣∣∣y1:k

)
is performed in two steps:

Inference: calculating the joint prior p
(

f̃ , fk

∣∣∣y1:k−1

)
given the prior (2.2.23), where

fk = f(Xk),

Update: updating the joint prior with new observations and integrating out fk.

I summarize the RGP algorithm below, without going further into more detail. For
the purposes of this thesis, I only ever consider processing of one observation yk at
any given time. The RGP algorithm operates by means of the two sets of intertwined
equations

Jk = k(xk, Φ̃)k(Φ̃, Φ̃)−1, (2.2.24a)

µ̂k = m(xk) + Jk
(
µ̃k−1 −m(Φ̃)

)
, (2.2.24b)

σ̂2
k = k(xk, xk) + Jk

(
Σ̃k−1 − k(Φ̃, Φ̃)

)
J>k , (2.2.24c)

Gk = Σ̃k−1J
>
k

(
σ̂2
k + σ2

)−1
, (2.2.25a)

µ̃k = µ̃k−1 + Gk(yk − µ̂k), (2.2.25b)

Σ̃k = Σ̃k−1 −GkJkΣ̃k−1, (2.2.25c)

where

m(Φ̃) ,
[
m(φ̃1) . . . m(φ̃S)

]>
, (2.2.26)

k(xk, Φ̃) ,
[
k(xk, φ̃1) . . . k(xk, φ̃S)

]
, (2.2.27)

k(Φ̃, Φ̃) ,


k(φ̃1, φ̃1) . . . k(φ̃1, φ̃S)

... . . . ...
k(φ̃S , φ̃1) . . . k(φ̃S , φ̃S)

 . (2.2.28)

Note, that in the above summary, we assumed non-zero GP prior mean function. The
eqs. (2.2.24a) to (2.2.24c) describe how to compute the RGP model predictive mean µ̂k
and variance σ̂2

k at the test point xk. The eqs. (2.2.25a) to (2.2.25c) define the update
step, where the first two moments of the posterior (2.2.22) are updated using the
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latest function value observation yk. For detailed explanations and derivation of the
eqs. (2.2.24a) to (2.2.25c) reader is referred to the original article [Huber, 2013].

2.3 Student’s t-Process Regression

An attractive alternative to the GP regression is the Student’s t-process (TP) regres-
sion [Shah et al., 2014; Solin and Särkkä, 2015], which makes less restrictive assumption
on the functional uncertainty and thus may provide more accurate predictive variances.

Consider a real-valued function f : RD → R which is assigned a TP prior, de-
noted as f(x) ∼ TP(0, k(x,x′), νg). This implies that for any finite collection of points
{x1, . . . , xN} the function values are jointly Student’s t-distributed

[
f(x1) · · · f(xN )

]
∼ St(0, K, νg), (2.3.1)

with the degrees of freedom (DoF) νg > 2. The kernel (covariance) matrix K is made
up of pairwise kernel evaluations, so that [K]ij = k(xi,xj ;θ), where θ are the kernel
parameters. For brevity, dependence on θ will be made explicit only when absolutely
necessary. Conditioning on the function value observations y = [f(x1), . . . , f(xN )]>

at the inputs x1, . . . , xN , collectively denoted as D = {(xn, f(xn))}Nn=1, results in a TP
posterior with predictive mean and variance [Shah et al., 2014; Solin and Särkkä, 2015]

Ef [f(x?) | D] = k(x?)>K−1y, (2.3.2a)

Vf [f(x?) | D] =
νg − 2 + y>K−1y

νg − 2 +N

[
k(x?,x?)− k(x?)>K−1k(x?)

]
, (2.3.2b)

where [k(x?)]i = k(x?,xi). Evidently, the posterior mean is identical to that of the GP
regression (cf. eq. (2.2.11a)), but the posterior variance (2.3.2b) has an additional data-
dependent scaling coefficient. The DoF νg is an additional tunable parameter allowing
for control of the heavy-tailed behavior of the TP. The lower the DoF, the heavier the
tails and vice versa. For increasing DoF, the scaling factor becomes less dependent on
the function values and eventually (νg =∞) the GP predictive variance is recovered,
which means the GP regression can be interpreted as a special case of the TP regression.

As in the case of GP, the kernel parameters θ and the DoF νg can be fitted by
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maximizing the marginal likelihood, which has the form

log p(y |X,θ, νg ) = −νg +N

2
log

(
1 +

β

νg − 2

)
− 1

2
log (|K(θ)|)

−N
2

log ((νg − 2)π) + log

(
Γ(

νg+N
2 )

Γ(
νg
2 )

)
. (2.3.3)

where β = y>K(θ)−1y. The likelihood gradients are given by [Shah et al., 2014]

∂

∂θi
log p(y |X,θ, νg ) =

1

2
Tr

{(
νg +N

νg − 2 + β
αα> −K(θ)−1

)
∂K(θ)

∂θi

}
, (2.3.4a)

∂

∂νg
log p(y |X,θ, νg ) = −1

2
log

(
1 +

β

νg − 2

)
+

(νg +N)β

2(νg − 2)[(νg − 2) + β]

+ ψ

(
νg +N

2

)
− ψ

(νg
2

)
− N

2(νg − 2)
, (2.3.4b)

where α = K−1y and ψ is a digamma function [Abramowitz and Stegun, 1965]. The
difference in the predictive variance is depicted in Figure 2.3.1, where the GP and TP
are compared using the same values of kernel parameters. The mean functions of both
models, which approximate the true underlying function, are identical. The TP is able to
inflate the predictive variance due to its heavy-tailed nature, resulting in more realistic
functional uncertainty given the available data.

5

10

f(x
)

−4 −2 0 2 4

x

5

10

f(x
)

Figure 2.3.1: Comparison of predictive moments of the Gaussian process (top) and the Student’s
t-process (bottom) regression models using the same set of kernel parameters. The DoF of the
TP model was set to νg = 10. The true function (dashed red), the posterior mean (solid black)
and predictive variance (gray band).
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Chapter 3

State Estimation

In this chapter, I summarize a variety of filtering algorithms, which were originally
derived under disparate assumptions. In order to simplify the exposition and unify the
various filtering algorithms, I view the filters from the Bayesian perspective.

Consider an autonomous dynamic system (no exogenous input) with additive white
noise. The structural description of such a system is given by the state-space model
(SSM) in the form

xk = f(xk−1) + qk−1, qk−1 ∼ N(0, Q) (3.0.1a)

zk = h(xk) + rk, rk ∼ N(0, R) (3.0.1b)

where xk ∈ Rdx is the system state at time instant k and zk ∈ Rdz is the corresponding
state measurement. The state noise qk ∈ Rdx with covariance Q and measurement
noise rk ∈ Rdz with covariance R are both considered white, mutually independent and
independent of the state initial conditions x0 ∼ N(0, Px

0). The system dynamics f(xk) :

Rdx → Rdx and measurement function h(xk) : Rdx → Rdz are known vector functions.
The SSM comprises a set of two equations. The first is the system equation (3.0.1a)
describing the state dynamics. The system state xk is hidden from the observer and
only an indirect observation is possible. The way the measurement of the state zk

arises is modeled by measurement equation (3.0.1b). The structural description can be
generalized to time-variant systems

xk = fk
(
xk−1,qk−1

)
, (3.0.2a)

zk = hk(xk, rk), (3.0.2b)

where the state noise qk ∈ Rdq and measurement noise rk ∈ Rdr do not necessarily
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affect all state dimensions. Furthermore, the noises do not have to be additive, Gaussian
or homoscedastic, so that C[qk] = Qk and C[rk] = Rk, where C[·] is the covariance
operator.

Alternatively, a dynamical system can be specified probabilistically by a set of
conditional probability density functions (PDF),

x0 ∼ p(x0), (3.0.3a)

xk ∼ p(xk |xk−1 ), (3.0.3b)

zk ∼ p(zk |xk ). (3.0.3c)

At the first time step k = 0 the state is described by the initial state PDF (3.0.3a). The
transition PDF (3.0.3b) specifies how the distribution of the current state depends on
the previous state. The state evolution is effectively modeled as a Markov process.1 The
measurement PDF (3.0.3c) describes the dependence of the current measurement on
the current state. Owing to the Markovian conditional independence structure, which

. . . xk−1 xk xk+1 . . .

zk−1 zk zk+1

Figure 3.0.1: Graphical model depicting conditional independence structure of the SSM. The
hidden state sequence is a first-order Markov chain. The observed random variables are in gray.

is encoded by the graph in Figure 3.0.1, the joint PDF over the states and measurements
factorizes as

p(x0:K , z1:K) = p(x0)
K∏
k=1

p(zk |xk )p(xk |xk−1 ), (3.0.4)

where x0:K = {x0, . . . , xK} and z1:K = {z1, . . . , zK} denote the set of states and
measurements for the indicated range of time steps. In principle, we could utilize
the Bayes rule and infer the distribution over the unknown state at all time instances
given all the available measurements p(x0:K | z1:K ). In dynamic settings, where the

1A discrete-time stochastic process is called Markov process if p(xk+1 |xk, xk−1 ) = p(xk+1 |xk ). In
other words, the future is independent of the past given the present (all information about the past is
concentrated in the present).
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data arrive sequentially, this kind of inference becomes prohibitively expensive. This is
because the posterior p(x0:K | z1:K ) would have to be recomputed on every occasion
a new measurement arrives. Utilizing the conditional independence structure of the
model (see Figure 3.0.1) is thus of paramount importance in search for a tractable
inference algorithm. For practical purposes several inference tasks were formulated
that are conducive to efficient implementations. We talk about

• prediction: which is concerned with inferring the state, which is one or several
steps into the future, given the past available measurements; p(xk | z1:k−l ) for
1 < l < k + 1,

• filtering: which is concerned with inference of the present state given the all cur-
rently available measurements; p(xk | z1:k ), or

• smoothing: which is concerned with inference of the state at the past time instants
given all the available measurements; p(xk | z1:K ), where k ≤ K.

Maybeck [1982] notes that a number of smoothing problems can be defined, but recog-
nizes the three most important ones due to their practical applicability. These are

• fixed-point smoothing: The state estimate at a chosen past time of interest is re-
calculated given the increasing amount of data.

• fixed-lag smoothing: The state is estimated in a restricted moving window of past
time instances.

• fixed-interval smoothing: The state at all past time instances is estimated given the
data up to the present time.

3.1 Nonlinear Filtering

The posterior (filtering) PDF p(xk | z1:k ) of the system state at each time step is given by
the following Bayesian recursive relations

p(xk | z1:k ) =
p(zk |xk )p(xk | z1:k−1 )

p(zk | z1:k−1 )
, (3.1.1a)

p(zk | z1:k−1 ) =

∫
p(zk |xk )p(xk | z1:k−1 ) dxk, (3.1.1b)

p(xk | z1:k−1 ) =

∫
p(xk |xk−1 )p(xk−1 | z1:k−1 ) dxk−1. (3.1.1c)
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The numerator of eq. (3.1.1a) consists of the likelihood term p(zk |xk ), determined
from the measurement model (3.0.1b) and the predictive PDF p(xk | z1:k−1 ), which
acts as a prior and is determined from the system dynamics (3.0.1a). The term in the
denominator is a normalizing constant for the posterior, called the marginal likelihood
(also known as evidence [MacKay, 2003]). The Bayesian recursive relations describe a
general solution to the filtering problem, which is unfortunately intractable except for
a few special cases (linear functions and Gaussian noises in eqs. (3.0.1a) and (3.0.1b)).
Filtering algorithms can be divided into two categories:

• The global filters provide an estimate of the whole filtering PDF at each time step,
which enables them to keep track of multi-modalities. This is paid for with their
increased computational burden.

• The local filters, on the other hand, only keep track of the moments of the filtering
PDF and the estimates are only valid in a limited area of the state space.

3.1.1 Gaussian Filtering

Gaussian filters fall into the category of local filters governed by the approximative
assumption that the joint PDF of the state and measurement p(xk, zk | z1:k−1 ) for any
time step k is Gaussian. That is[

xk

zk

]
∼ N

([
mx
k|k−1

mz
k|k−1

]
,

[
Px
k|k−1 Pxz

k|k−1

Pzx
k|k−1 Pz

k|k−1

])
. (3.1.2)

For the SSM with additive noise, given by eqs. (3.0.1a) and (3.0.1b), the predicted state
mean and predicted state covariance are given in the form of expectations

mx
k|k−1 = Exk−1

[f(xk−1)], (3.1.3a)

Px
k|k−1 = Exk−1

[(
f(xk−1)−mx

k|k−1

)(
f(xk−1)−mx

k|k−1

)>]
+ Qk, (3.1.3b)

where xk−1 ∼ N
(
mx
k−1|k−1, Px

k−1|k−1

)
. The measurement mean, measurement covari-

ance and state-measurement cross-covariance are given by

mz
k|k−1 = Exk

[h(xk)], (3.1.4a)

Pz
k|k−1 = Exk

[(
h(xk)−mz

k|k−1

)(
h(xk)−mz

k|k−1

)>]
+ Rk, (3.1.4b)

Pxz
k|k−1 = Exk

[(
xk −mx

k|k−1

)(
h(xk)−mz

k|k−1

)>]
, (3.1.4c)
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where xk ∼ N
(
mx
k|k−1, Px

k|k−1

)
. Filtered state mean mx

k|k and filtered state covariance
Px
k|k are determined by the conditioning formula for Gaussian densities

mx
k|k = mx

k|k−1 + Kk

(
zk −mz

k

)>
, (3.1.5a)

Px
k|k = Px

k|k−1 −KkP
z
k|k−1K

>
k , (3.1.5b)

Kk = Pxz
k|k−1

(
Pz
k|k−1

)−1
. (3.1.5c)

The equations above define formal Gaussian filtering framework rather than a practical
algorithm, because the moment integrals cannot be evaluated in closed-form. Equations
for the filtered mean and covariance in eqs. (3.1.5a) to (3.1.5c) are reminiscent of the well-
known Kalman filter. However, in the Kalman filter the moments given by eqs. (3.1.3a)
to (3.1.4c) are computed analytically, because the functions in the system description in
eqs. (3.0.1a) to (3.0.1b) are considered linear. Review of linear filtering theory can be
found in the works of Sorenson [1970] and Kailath [1974].

The basic steps of a general nonlinear Gaussian filter are summarized by the follow-
ing algorithm.

Algorithm 1: General Gaussian filter algorithm.

Input: Sequence of measurements
{
zk
}K
k=1

, initial conditions mx
0|0, Px

0|0

Output: Sequence of state estimates and covariances
{
mx
k|k,P

x
k|k
}K
k=1

1 for k ← 1 toK do

// state and measurement predictive moments
2 mx

k|k−1, Px
k|k−1 ← MomentTransform(mx

k−1|k−1, Px
k−1|k−1)

3 mz
k|k−1, Pz

k|k−1, Pxz
k|k−1 ← MomentTransform(mx

k|k−1, Px
k|k−1)

// update

4 Kk ← Pxz
k|k−1

(
Pz
k|k−1

)−1
5 mx

k|k ←mx
k|k−1 + Kk

(
zk −mz

k

)>
6 Px

k|k ← Px
k|k−1 −KkP

z
k|k−1K

>
k

7 end

Moment transformations are responsible for computing predictive state and measure-
ment moments in eqs. (3.1.3a) to (3.1.4c) and will be discussed in more detail in Sec-
tion 3.2.
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3.1.2 Student’s t Filtering

The Gaussian assumption might become too restrictive, when the measurements are
corrupted by outliers or the state disturbances are heavy-tailed. In such cases, the
Student’s t-distribution has become popular alternative for modeling heavy-tailed
behavior, that contains the Gaussian distribution as a special limiting case. Student’s
t-filter for linear systems was presented by Roth et al. [2013], where it was found to
increase robustness with respect to assumptions on the noise statistics in the sense of
mean error. It was later extended to the non-linear and non-additive noise case by
Tronarp et al. [2016].

Analogously to the Gaussian filter, the t-filter update equations [Barndorff-Nielsen
et al., 1982; Roth et al., 2013] can be derived from the assumption that the state and the
measurement are jointly Student’s t-distributed, such that[

xk

zk

]
∼ St

([
mx
k|k−1

mz
k|k−1

]
,

[
Px
k|k−1 Pxz

k|k−1

Pzx
k|k−1 Pz

k|k−1

]
, ν

)
, (3.1.6)

where, for convenience, I have chosen to parametrize the t-density by the covariance
matrix (see Appendix A). For the general SSM in eqs. (3.0.2a) and (3.0.2b), the predicted
state mean mx

k|k−1 and predicted state covariance Px
k|k−1 are computed as

mx
k|k−1 = E(xk−1,qk−1)

[
f(xk−1,qk−1)

]
, (3.1.7a)

Px
k|k−1 = E(xk−1,qk−1)

[(
f(xk−1,qk−1)−mx

k|k−1

)(
f(xk−1,qk−1)−mx

k|k−1

)>]
, (3.1.7b)

with the input variable distributed according to[
xk−1

qk−1

]
∼ St

([
mx
k−1|k−1

0

]
,

[
Px
k−1|k−1 0

0 Qk

]
, ν

)
. (3.1.8)

The same applies for the measurement mean mz
k|k−1, covariance Pz

k|k−1 and cross-
covariance Pxz

k|k−1, which are computed as

mz
k|k−1 = E(xk,rk)[h(xk, rk)], (3.1.9a)

Pz
k|k−1 = E(xk,rk)

[(
h(xk, rk)−mz

k|k−1

)(
h(xk, rk)−mz

k|k−1

)>]
, (3.1.9b)

Pxz
k|k−1 = E(xk,rk)

[(
xk −mx

k|k−1

)(
h(xk, rk)−mz

k|k−1

)>]
, (3.1.9c)
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with input variable distributed according to[
xk

rk

]
∼ St

([
mx

0

]
,

[
Px 0

0 Rk

]
, ν

)
. (3.1.10)

Note that even though the state and noise are uncorrelated, under the assumption
(3.1.6), they are still dependent. The filtered state is distributed according to a posterior
density

xk | z1:k ∼ St
(
mx
k|k, Px

k|k, ν
x
k|k

)
, (3.1.11)

with the statistics given by

mx
k|k = mx

k|k−1 + Pxz
k|k−1(Pz

k|k−1)−1(zk −mz
k|k−1), (3.1.12a)

Px
k|k =

ν − 2 + β

ν − 2 + dz

(
Px
k|k−1 −Pxz

k|k−1(Pz
k|k−1)−1Pzx

k|k−1

)
, (3.1.12b)

β = (zk −mz
k|k−1)>(Pz

k|k−1)−1(zk −mz
k|k−1), (3.1.12c)

νxk|k = ν + dz. (3.1.12d)

These equations constitute the t-filter measurement update rule, where mx
k|k and Px

k|k
are the filtered state mean and covariance, respectively.

A little disconcerting feature of the update rule is highlighted by eq. (3.1.12d), which
indicates that the asymptotic behavior of the Student’s t-filter is indistinguishable from
the Gaussian filter. With increasing DoF parameter νxk|k, the heavy-tailed behavior of
Student’s t-density is gradually diminished and the cherished resilience to outliers is
eventually lost. To prevent this from occurring, a common solution [Roth et al., 2013;
Tronarp et al., 2016] is to fix the DoF parameter to a predetermined value ν∗. In the
algorithm below, we choose the moment matching approximation, so that

St
(

xk

∣∣∣mx
k|k, Px

k|k, ν
x
k|k

)
≈ St

(
xk

∣∣∣mx
k|k, Px

k|k, ν
∗
)
. (3.1.13)
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Algorithm 2: General Student’s t-filter algorithm.

Input: Sequence of measurements
{
zk
}K
k=1

, initial conditions mx
0|0, Px

0|0, ν
x and

desired DoF ν∗

Output: Sequence of state estimates and covariances
{
mx
k|k,P

x
k|k
}K
k=1

1 for k ← 1 toK do

// state and measurement predictive moments
2 mx

k|k−1, Px
k|k−1 ← MomentTransform(mx

k−1|k−1, Px
k−1|k−1)

3 mz
k|k−1, Pz

k|k−1, Pxz
k|k−1 ← MomentTransform(mx

k|k−1, Px
k|k−1)

// state filtered moments
4 mx

k|k ←mx
k|k−1 + Pxz

k|k−1(Pz
k|k−1)−1(zk −mz

k|k−1)

5 β ← (zk −mz
k|k−1)>(Pz

k|k−1)−1(zk −mz
k|k−1)

6 Px
k|k ←

νx
k|k−1−2+β

νx
k|k−1

−2+dz

(
Px
k|k−1 −Pxz

k|k−1(Pz
k|k−1)−1Pzx

k|k−1

)
,

// fix DoF of the state posterior
7 νxk|k ← ν∗

8 end

3.2 Moment Transformations

From the above discussion, it is apparent that the core of the local nonlinear filtering is a
moment transformation problem. Consider a nonlinearly transformed random variable

y = g(x), x ∼ p(x), (3.2.1)

where g : RD → RE defines arbitrary nonlinear function, which can stand for either
system dynamics f or measurement function h, depending on which moments need to
be computed. Non-additive noise can be easily subsumed into the above formulation by
augmenting the state vector with the noise vector components. The goal of a moment
transformation is to compute the output (transformed) moments

µ = Ex[g(x)], (3.2.2a)

Π = Ex

[
(g(x)− µ)(g(x)− µ)>

]
, (3.2.2b)

C = Ex

[
(x−m)(g(x)− µ)>

]
, (3.2.2c)

given the first two moments m and P of the input variable x. Examining eqs. (3.2.2a)
to (3.2.2c), it becomes evident, that all moments are just integrals of some nonlinear
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function γ(x) of the form ∫
γ(x)p(x) dx, (3.2.3)

which are intractable due to γ being nonlinear. Thus the whole moment transformation
problem boils down to an integral approximation problem, which all local filters have
to deal with, one way or another.

3.2.1 Linearization

The simplest way to approximate the moment integrals is by leveraging the Taylor series
expansion around the input mean m to linearize g. The first-order Taylor expansion of
g in the neighborhood of m is given by

g(x) ≈ g(m) + G(m)(x−m), (3.2.4)

where G(m) denotes the Jacobian of g evaluated at m. Since the approximation is
valid only in the vicinity of the linearization point m, it is not suitable for severe
nonlinearities. Applying expectation and covariance operators yields approximations
of the transformed moments

µ ≈ µA = g(m), (3.2.5a)

Π ≈ ΠA = G(m)PG(m)>, (3.2.5b)

C ≈ CA = PG(m)>. (3.2.5c)

These equations define a general purpose moment transform, which can be viewed algo-
rithmically as a procedure, where the input arguments are the mean m and covariance
P of the input random variable x and the outputs are the approximations of the output
mean µ, covariance Π and cross-covariance C of the transformed random variable y.
The linearization moment transform is summarized by the following algorithm

Algorithm 3: Linearization moment transform.

1 Function LinearizationMT(m, P)
2 µA ← g(m)

3 ΠA ← G(m)PG(m)
>

4 CA ← PG(m)
>

5 return µA, ΠA, CA

6 end

and can be utilized for all sorts of applications, one of which is local nonlinear filtering.
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The extended Kalman filter (EKF) [Smith et al., 1962], originally developed at NASA,
was the first attempt to deal with the estimation of nonlinear dynamics and can be
considered a standard in navigation and tracking applications to this day. The EKF
is obtained by replacing the place-holder MomentTransform() routine in the general
Gaussian filter template, in Algorithm 1, with the linearization moment transform
LinearizationMT(), in Algorithm 3. One limitation of the EKF is that, in case of severe
nonlinearities, the error incurred by the first-order Taylor approximation may result in
filter divergence.

The iterated filter, also called iterated extended Kalman filter (IEKF), employs a
technique that improves the EKF performance in case of large approximation errors
[Jazwinski, 1970]. The idea is to successively refine the filtered estimate by re-linearizing
the measurement function in each iteration until maximum number of iterations is
reached or the user-defined tolerance is attained. Bell and Cathey [1993] have shown
that the IEKF iterates are identical to the Gauss-Newton method approximating the
maximum likelihood estimate of the state.

The second-order filter [Athans et al., 1968; Jazwinski, 1970] is a natural progression
of the EKF and uses the second-order Taylor expansion for the approximation of non-
linear functions in the state-space system description. Comparison of the EKF, IEKF
and second-order filter was presented by Wishner et al. [1969]. Simon [2006] notes
that “Although the second-order filter often provides improved performance over the
extended Kalman filter, nothing definitive can be said about its performance” and
refers to Kushner [1967], who showed an example of unstable second-order filter. The
implementation for higher-dimensional systems can be cumbersome due to the large
number of entries required in the Hessian matrices, although efficient implementations
have also been developed [Roth and Gustafsson, 2011].

A notable disadvantage of Taylor approximation is that it requires differentiability
of g. The divided difference filters (DDF) overcome this limitation by using a simplified
multivariate extension of the Stirling’s interpolation formula, which can be viewed as
the Taylor series expansion where the derivatives have been replaced by the central
differences [Nørgaard et al., 2000]. Šimandl and Duník [2009] showed similarities
between theDDFs and the sigma-point filters. The central difference filter (CDF), originally
introduced in the context of the quadrature-based filters [Ito and Xiong, 2000], is a
special case of the DDF filter.
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3.2.2 Quadrature Approximations

Amore principled approach to integral approximation is to utilize numerical quadrature
rules, which are the basis for an entire class of sigma-point moment transformations.

The goal of quadrature2 is to approximate intractable definite integrals of the form

I[g] ,
∫

Ω
g(x)w(x) dx (3.2.6)

where w(x) ≥ 0 is the weight function and the integration domain Ω is the support of
w, that is Ω = supp[w(x)] =

{
x ∈ RD : w(x) 6= 0

}
. For reasons of notational brevity,

integration limits will be suppressed. The problem of numerical quadrature revolves
around the design of suitable weights wn and sigma-points3 xn, such that the approxi-
mation

I[g] ' Q[g] ,
N∑
n=1

wng(xn) (3.2.7)

achieves the smallest error with minimum number of function evaluations.
In local nonlinear filtering, we often contend with integrals where the weight

function is either a Gaussian w(x) = N(x |m, P) or a Student’s t-density w(x) =

St(x |m, Σ, ν ). Before numerical quadratures can be leveraged, the integrals need to
be converted to a form where the w(x) is standardized density. For integrals w.r.t. an
arbitrary Gaussian, this is achieved by means of a stochastic decoupling substitution
x = m + Lξ, where L is a matrix factor, such that P = LL>. We get

I[g] ,
∫

g(x)N(x |m, P) dx =

∫
g(m + Lξ)N(ξ |0, I) dξ. (3.2.8)

The same can be achieved for Student’s t-densities with substitution x = m+Λξ, where
Σ = ΛΛ>.

A common way to characterize the degree of accuracy of a quadrature rule is to look
at the highest-degree of a (multivariate) polynomial, which can be integrated exactly
(i.e. |I[g]−Q[g]| = 0). A monomial is a function of the form

∏D
d=1 x

αd
d , also denoted as

xα, for multi-index α ∈ ND. A D-variate polynomial a(x) : RD → R is a finite linear

2TheD-dimensional numerical integration rules are also referred to as cubatures. However, we will
use a single term “quadrature” irrespective of the dimensionality of the integration domain, since the
problems are fundamentally the same.

3Also known as abscissas or design points.
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combination of monomials
a(x) =

∑
α∈A

cαxα (3.2.9)

where A is a finite set of multi-indices. Let us define the following two notions of
degrees [Cools, 1997] for multivariate polynomials.

Definition 1. The degree of a multivariate polynomial is defined as

deg a(x) , max {|α| : α ∈ A},

where |α| =
∑D

d=1 α
d.

Definition 2. The overall degree of a multivariate polynomial is defined as

pdeg a(x) , max {max {α1, . . . , αD} : α ∈ A}.

Definition 3. A quadrature rule Q[g] for an integral I[g] has a degree r if it is exact
for all polynomials of degree at most r and is not exact for at least one polynomial of
degree r + 1.

The various sigma-point moment transforms are obtained when the moment inte-
grals in eqs. (3.2.2a) to (3.2.2c) are approximated by the quadrature in eq. (3.2.7). The
transformed moments for any sigma-point transform can be written in a general form
using matrix notation as

µA = Y>w, (3.2.10a)

ΠA = (Y − µA)>W(Y − µA), (3.2.10b)

CA = (X−m)>Wc(Y − µA), (3.2.10c)

where w, W and Wc are the quadrature weights,
[
Y>
]
∗n = g(xn),

[
(X−m)>

]
∗n =

xn −m and
[
(Y − µA)>

]
∗n = g(xn)− µA, and where [ ]∗n denotes the n-th column.

Specific transforms differ in the way they define the weights for each moment and the
placement of sigma-points. Significant research effort has been devoted to development
of various sigma-point moment transforms over the years, which were mainly applied
for construction of local nonlinear sigma-point filtering algorithms. Below, I list the
most significant moment transforms and mention the filters which utilize them.

31



Unscented Transform

The Unscented transform (UT) [Julier and Uhlmann, 1996] was originally conceived of as
a method for approximation of the input densities with deterministically chosen set
of sigma-points. It later became recognized as a special case of the fully-symmetric
quadrature rules [McNamee and Stenger, 1967].

The UT uses N = 2D + 1 sigma-points xn = m + Lξn, where D = dim(x) and the
unit points are defined as[

ξ0 ξ1 . . . ξN

]
=
[
0 cID −cID

]
, (3.2.11)

where c =
√
D + λ and λ is a parameter. The Figure 3.2.1 illustrates the placement of

the points. The UT weights are defined as [Van der Merwe and Wan, 2001]

w =
[
w0 w1 . . . wN

]>
, (3.2.12)

W = Wc = diag
( [
wc0 wc1 . . . wcN

] )
, (3.2.13)

where for n = 1, . . . , N

w0 =
λ

D + λ
, wn =

1

2(D + λ)
, (3.2.14)

wc0 =
λ

D + λ
+ (1− α2 + β), wcn = wn, (3.2.15)

and the scaling parameter λ = α2(D+κ)−D. The parameters α and β were introduced
by Julier [2002], where α determines the spread of sigma-points around the mean of x

(usually set to a small positive value) and β is used to incorporate prior knowledge of
the distribution of x, (for the Gaussian distribution β = 2 is optimal). The parameter κ
“provides an extra degree of freedom to ‘fine tune’ the higher order moments of the
approximation, and can be used to reduce the overall prediction errors.” [Julier et al.,
2000]. When x is assumed Gaussian a good heuristic is setting κ = 3 − dx. For state
dimension dx > 3, the κ is negative, which can lead to numerical instability, because
the computed covariance matrices may lose positive definiteness. The scaled UT [Julier,
2002] was proposed to alleviate this problem.
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Figure 3.2.1: Left panel: samples from a Gaussian density (dots) with UT sigma-points (circles);
Right panel: nonlinear transformation of the Gaussian distributed samples on the left and the
corresponding sigma-point representation (circles).

Algorithm 4: Unscented moment transform.

1 Function UnscentedMT(m, P, κ, α, β)
2 D ← dim(m)

3 λ← α2(D + κ)−D
4 c←

√
D + λ

// compute UT weights

5 w←
[

λ
(D+λ)

1
2(D+λ)1

>
2D

]
6 W← diag

( [
λ

D+λ + 1− α2 + β 1
2(D+λ)1

>
2D

] )
7 Wc ←W

// form UT sigma-points

8 Ξ←
[
0 cID −cID

]
9 L← MatrixFactor(P)
10 X←m + LΞ

// evaluate nonlinearity at sigma-points
11 Y ← g(X)

// compute transformed moments
12 µA ← Y>w

13 ΠA ← (Y − µA)>W(Y − µA)

14 CA ← (X−m)>Wc(Y − µA)

15 return µA, ΠA, CA

16 end
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The unscented Kalman filter (UKF) [Julier and Uhlmann, 2004; Van der Merwe and
Wan, 2003] is obtained by replacing the MomentTransform() routine in Algorithm 1with
the unscented transform UnscentedMT(), in Algorithm 4. In the original publication
[Julier and Uhlmann, 2004], the UKF is contrasted with the EKF and shown to provide
superior performance in tracking and navigation applications. Advantage of the UKF
over the EKF is that it does not require calculations of the Jacobian matrices, which is
often tedious and error-prone process.

Over the years, the UKF has received much treatment in the research community
and many filters contain it as a special case. Gustafsson [2010] has shown that the
mean calculated by the UKF converges to that of the second-order EKF. The scaled UT
[Julier, 2002] introduces additional parameters that allow for increased accuracy in the
covariance computations. The reduced sigma-point filters use dx + 1 points [Julier and
Uhlmann, 2002] positioned at the vertices of an dx-dimensional simplex. Van derMerwe
and Wan [2003] gave an efficient square-root forms of the sigma-point filters, which,
instead of updating the covariance matrix, update the Cholesky factor of the covariance
matrix. The stochastic integration filter (SIF) [Duník et al., 2013] based on the third-
order spherical-radial stochastic integration rule is also called randomized UKF (RUKF).
Straka et al. [2014] compared the RUKF with an adaptive UKF (AUKF), which chooses
the scaling and rotation of the sigma-points adaptively. Turner and Rasmussen [2010]
learned the placement of sigma-points from data by a Gaussian process optimization
of the log marginal likelihood of the UKF parameters. Steinbring and Hanebeck [2013]
developed smart sampling KF (S2KF), which includes the UKF as a special case, and
uses a low-discrepancy Dirac mixture approximation of Gaussian densities. According
to Steinbring andHanebeck [2013]: “This approximation comprises an arbitrary number
of optimally and deterministically placed samples in the relevant regions of the state
space, so that the filter resolution can be adapted to either achieve high-quality results or
to meet computational constraints.” Similar theme is developed in [Kurz and Hanebeck,
2017]. Sandblom and Svensson [2011] designed a marginalized transform, which
is based on modeling the transforming nonlinear function by a parametric Hermite
polynomial model. The function model is given a Bayesian treatment and a prior
distribution is placed on the model parameters, which are then integrated out during
the computation of moments of the transformed distribution. This approach is related
to the use of Gaussian process quadrature in sigma-point filtering [Särkkä et al., 2014].
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Spherical-Radial Transform

The spherical-radial transform (SRT) was proposed by [Arasaratnam and Haykin, 2009]
as a more numerically stable alternative to the UT that would perform better in higher
dimensions. The transform is based on the third-degree spherical-radial quadrature
rule proposed by Genz and Monahan [1996] and can also be seen as an instance of
the fully symmetric rule [McNamee and Stenger, 1967]. The main trick employed by
the SRT is conversion of the integral over a symmetric weight function (e.g. Gaussian
density) from Cartesian coordinates into the spherical-radial coordinate system, which
allows to exploit the weight function symmetry and ultimately reduce the number of
sigma-points to N = 2D. The unit sigma-points are given by

Ξ =




1

0
...
0

 ,


0

1
...
0

 , . . . ,


0

0
...
1

 ,

−1

0
...
0

 ,


0

−1
...
0

 , . . . ,


0

0
...
−1


 (3.2.16)

with the quadrature weights defined as

wn =
1

2D
, for n = 1, . . . N. (3.2.17)

The placement of SR points is shown in Figure 3.2.2. It is now evident that for κ = 0,
α = 0 and β = 0 the UT reduces to the SRT. Both transforms integrate multivariate
polynomials {a(x) : deg a(x) ≤ 3} exactly.

The SRT is the basis of the cubature Kalman filter (CKF), which can be obtained by re-
placing the general MomentTransform() in Algorithm 1 with the SphericalRadialMT()
routine in Algorithm 5. In the original publication [Arasaratnam and Haykin, 2009] the
CKF is presented as a superior alternative to the UKFmainly for the numerical accuracy
and stability reasons. It is shown that for state dimensions dx > 3 the stability factor of
the UT, given by

∑
n |wn|/

∑
nwn, is greater than one, which signifies perturbations in

numerical estimates of the moment integrals. Arasaratnam and Haykin [2009] debated
the use of higher-order rules and concluded that the use of such rule in the design of
CKF “may marginally improve its performance at the expense of a reduced numerical
stability and an increased computational cost.”
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Algorithm 5: Spherical-radial moment transform.
1 Function SphericalRadialMT(m, P)
2 D ← dim(m)

3 c←
√
D

// compute SRT weights
4 w← 1

2D1>2D
5 W← diag( w )
6 Wc ←W

// form SRT sigma-points
7 Ξ←

[
cID −cID

]
8 L← MatrixFactor(P)
9 X←m + LΞ

// evaluate nonlinearity at sigma-points
10 Y ← g(X)

// compute transformed moments
11 µA ← Y>w

12 ΠA ← (Y − µA)>W(Y − µA)

13 CA ← (X−m)>Wc(Y − µA)

14 return µA, ΠA, CA

15 end

x1

x
2

y1

y
2

Figure 3.2.2: Left panel: samples from a Gaussian density (dots) with SR sigma-points (circles);
Right panel: nonlinear transformation of the Gaussian distributed samples on the left and the
corresponding sigma-point representation (circles).

Gauss-Hermite Transform

The Gauss-Hermite transform (GHT) is based on the well-known Gauss-Hermite quadra-
ture rule [Gautschi, 2004] for approximating integrals with standard Gaussian weight
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function. For one-dimensional integration domain the approximation is of the form

∫
g(ξ)N(ξ | 0, 1) dξ ≈

p∑
n=1

wn g(ξn), (3.2.18)

where the unit sigma-points ξn are chosen as the roots of the p-th degree Hermite
polynomial, which can be generated by Rodrigues’ formula

Hp(ξ) = (−1)p exp

(
ξ2

2

)
dp

dξp
exp

(
−ξ

2

2

)
(3.2.19)

and quadrature weights can be computed in closed form using the formula

wn =
p!

p2[Hp−1(ξn)]2
for n = 1, . . . , p. (3.2.20)

Choosing the sigma-points in this way guarantees that all polynomials of the degree at
most 2p− 1 will be integrated exactly.

The D-dimensional quadrature rule is constructed from one-dimensional sigma-
points by the Cartesian product, which yields

ξ(i1, i2, ..., iD) =
[
ξ(i1) ξ(i2) . . . ξ(iD)

]>
, (3.2.21)

for id = 1, . . . , p and d = 1, . . . , D. This extension mechanism to higher-dimensional
domains comes with a drawback. Namely, that given a p-th order quadrature rule,
the number of sigma-points grows exponentially with the dimension as N = pD. Fig-
ure 3.2.3 shows the sigma-point placement of the 5-th order Gauss-Hermite quadrature
rule in two dimensions. Due to the larger number of points, the transformed distri-
bution is represented more accurately than in the case of the UT (cf. Figure 3.2.1) at
the expense of increased computational requirements. The weights for D-dimensional
quadrature are constructed by multiplication of the one-dimensional weights

wi1, i2, ..., idx = wi1 × wi2 × · · · × widx (3.2.22)

Finally, the D-dimensional integral is approximated as

∫
g(ξ)N(ξ |0, I) dξ ≈

p∑
i1=1

p∑
i2=1

· · ·
p∑

iD=1

wi1, i2, ..., in g
(
ξ(i1, i2, ..., iD)

)
. (3.2.23)

The p-th orderGH rule integrates allmultivariate polynomials {a(x) : pdeg a(x) ≤ 2p− 1}
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exactly.

Algorithm 6: Gauss-Hermite moment transform.
1 Function GaussHermiteMT(m, P, p)

// form GHT sigma-points
2 ξ1, . . . , ξp ← RootHermite(p)
3 Ξ← CartesianPoints(ξ1, . . . , ξp)
4 L← MatrixFactor(P)
5 X←m + LΞ

// compute GHT weights
6 w1, . . . , wp ← p!

p2[Hp−1(ξ1)]
2 , . . . ,

p!
p2[Hp−1(ξp)]

2

7 w← CartesianWeigths(w1, . . . , wp)
8 W← diag( w )
9 Wc ←W

// evaluate nonlinearity at sigma-points
10 Y ← g(X)

// compute transformed moments
11 µA ← Y>w

12 ΠA ← (Y − µA)>W(Y − µA)

13 CA ← (X−m)>Wc(Y − µA)

14 return µA, ΠA, CA

15 end

x1

x
2

y1

y
2

Figure 3.2.3: Left panel: samples from a Gaussian density (dots) with Gauss-Hermite sigma-
points (circles); Right panel: nonlinear transformation of the Gaussian distributed samples on
the left and the corresponding sigma-point representation (circles).

For single dimensional systems, the 3rd-order GH quadrature rule coincides with
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the UT sigma-point rule, when κ = 2, α = 1, β = 0. The main difference between the
two algorithms is in the way they choose the locations of sigma-points and generalize
to higher-dimensions. Indeed, the UT sigma-points grow linearly with the dimension
(2D + 1), whereas the number of GH quadrature sigma-points grows exponentially as
a result of the Cartesian product construction. This is often referred to as the curse of
dimensionality, which prohibits its use in real-world problems for dimensions higher than
5 or 6 [Wu et al., 2006]. The problem has not gone untreated in the research community
and several solutions have emerged. Well-known non-product rules include Monte
Carlo [Doucet et al., 2001], quasi-Monte Carlo [Guo andWang, 2006] and the sparse-grid
methods [Gerstner and Griebel, 1998; Smolyak, 1963].

3.3 Bayesian Quadrature

The early idea of Bayesian quadrature (BQ) can be traced all the way back to Poincaré’s
publication in 1896. The work was then later picked up by Diaconis [1988] and O’Hagan
[1992]. The key feature that distinguishes the BQ from the classical quadrature is that
the computation of integrals is treated as a problem of Bayesian statistical inference.
This involves specifying a prior distribution over the value of the integral and inferring
the posterior by conditioning on the sampled values of the function. When the integral

I[g(x)] =

∫
g(x)p(x) dx = Ex[g(x)] (3.3.1)

is viewed as a linear operator acting on a function g(x), the distribution over the integral
is induced by specifying a stochastic process model over the functions. At first the idea
of introducing uncertainty over the integrand may seem strange. Consider, however,
that even though the function is known, any quadrature will only ever work with finite
number of function evaluations g(xn) at selected sigma-points xn - at any other point,
the function is effectively unknown. Whereas the classical treatment of the quadrature
is unable to reflect this functional uncertainty, the Bayesian treatment offers a natural
resolution. In principle, any probabilistic model of the integrand could be used as a
prior over the space of functions.

3.3.1 Gaussian Process Quadrature

Gaussian processes were the first to be considered as priors over functions in the BQ
setting for their favorable analytical properties and they remain to be studied most
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extensively to this day. In the early work, Diaconis [1988] used the Wiener process as a
prior. Later, O’Hagan [1991] used a GP with the RBF covariance and called his method
Bayes-Hermite quadrature. Throughout this thesis, I will refer to this family of methods
as Gaussian process quadrature (GPQ) [Särkkä et al., 2014], which I view as a member of a
broader family of BQ methods.

Applying an integral operator on a GP distributed function results in a Gaussian dis-
tribution over the value of the definite integral4. The Figure 3.3.1 provides a simulation-
based view of the GPQ. A function is drawn from a GP posterior, integrated and
the value of the integral is plotted. Repeating this process reveals that the results of
integration are Gaussian distributed.

GP posterior Integral density

∫ ∞
−∞

g(x)p(x) dx

g(x) I[g(x)]

Figure 3.3.1: Simulation-based view of GP quadrature. A function is drawn from a GP posterior
and integrated. Values of the integral have a Gaussian density. Left: plot of GP posterior mean
(solid black) and the true function (dashed red). Quadrature only sees the true function through
a set of evaluations (black dots) which implies functional uncertainty (gray area) in between
the sigma-points. Right: integral values of various realizations of the GP posterior (black dots)
have a Gaussian density (solid red).

The posterior mean of the integral is

Eg|D[Ex[g(x)]] =

∫∫
g(x)p(x) dx p(g |D) dg

=

∫ ∫ g(x)p(g |D) dg

p(x) dx = Ex

[
Eg|D[g(x)]

]
, (3.3.2)

4This is analogous to the invariance of a Gaussian under affine transformations.
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which shows that computing the posterior mean of the integral is, in fact, equivalent to
integrating GP posterior mean [Rasmussen and Ghahramani, 2003], which acts as an
approximation of the integrand. The GP regression is much more flexible model for
approximation of arbitrary nonlinear integrands than Hermite polynomial series used
in the Gauss-Hermite quadrature. The BQ is thus expected to perform better on average,
when integrating a wider class of functions in comparison with classical quadrature
rules, which are designed to perform with zero error on a narrow class of functions.
The posterior variance of the integral is

Vg|D[Ex[g(x)]] =

∫ [
Ex[g(x)]− Eg|D[Ex[g(x)]]

]2
p(g |D) dg

=

∫∫∫
[g(x)− ḡ(x)]

[
g(x′)− ḡ(x′)

]
p(g |D) dg p(x)p(x′) dx dx′

=

∫∫
Cg|D

[
g(x), g(x′)

]
p(x)p(x′) dx dx′, (3.3.3)

where the GP posterior mean and the GP posterior covariance are given by

Eg|D[g(x)] = k(x)>K−1f , ḡ(x), (3.3.4a)

Cg|D
[
g(x), g(x′)

]
= k(x,x′)− k(x)>K−1k(x′). (3.3.4b)

These equations are special cases of eqs. (2.2.10a) and (2.2.10b) for zero observation
noise, because in the quadrature settings we assume that the integrand can be evaluated
(perfectly observed)5. More specifically, for p(x) = N(x |m, P) and radial basis function
(RBF) kernel

k(x,x′) = α2 exp
(
−1

2(x− x′)>Λ−1(x− x′)
)
, (3.3.5)

whereΛ = diag
( [
λ2

1 . . . λ2
D

] )
, the integrals in eqs. (3.3.2) and (3.3.3) can be evaluated

5Of course, nothing prevents us from modeling the function evaluations as noisy observations. In
practice a small perturbation diagonal term is added for numerical stability when inverting the kernel
matrix K.
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analytically6, which results in posterior integral mean and variance

Eg|D[Ex[g(x)]] =

∫
k(x)>N(x |m, P) dx K−1f = q>K−1f , (3.3.6a)

Vg|D[Ex[g(x)]] =

∫∫ [
k(x,x′)− k(x)>K−1k(x′)

]
N(x |m, P)N

(
x′
∣∣m, P

)
dx dx′

= α2
∣∣2Λ−1P + I

∣∣−1/2 − q>K−1q, (3.3.6b)

where

[q]n = α2
∣∣Λ−1P + I

∣∣−1/2
exp

(
−1

2(xn −m)>(Λ + P)−1(xn −m)
)
. (3.3.7)

Definingw> = q>K−1 one can see that the expression for posterior mean of the integral
in eq. (3.3.6a) has a form of weighted sum of function evaluations

Eg|D[Ex[g(x)]] = w>f =
∑
n

wng(xn), (3.3.8)

which is the same structure used by the classical quadrature rules in Section 3.2.2. Note
that BQ does not prescribe the sigma-points xn. This is an additional degree of freedom
not found in classical treatments of quadrature and presents an opportunity for further
investigation.

One way of choosing the sigma-points would be to minimize the posterior integral
variance in eq. (3.3.3) as was done byMinka [2000]. Another contribution byHuszár and
Duvenaud [2012] elaborated on the equivalence of the BQ and weighted kernel herding,
which is a deterministic method for choosing samples to summarize a probability
distribution. Gunter et al. [2014] proposed an active learning approach for choosing
sigma-points in the BQ so as to maximize the information gain from every sample.
Karvonen and Särkkä [2017b] showed that the BQ weights can be computed efficiently
and exactly if the density, kernel and the integration domain are fully symmetric and
the sigma-point set is a union of fully symmetric point sets. For certain choices of the
kernel and the sigma-points, the BQ reduces to classical quadrature rules [Karvonen
and Särkkä, 2017a] and the posterior integral variance collapses to zero [Särkkä et al.,
2016]. Theoretical analysis of the BQ, including the convergence proofs and behavior in
misspecified settings can be found in [Bach, 2017; Briol et al., 2015; Kanagawa et al., 2016].
Connections between linearization and BQ approximation with derivative observations

6This also holds for Gaussian mixture densities as well as other types of kernels (e.g. polynomial).
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are discussed in [Prüher and Särkkä, 2016].

3.3.2 Student’s t-Process Quadrature

In Section 2.3, I mentioned the advantage of the Student’s t-process over the GP. Namely,
the dependence of the predictive variance on function values, which can result in more
accurate and robust description of functional uncertainty, especially in low data regimes.
Since the quadrature seeks to restrict the number of points, for computational reasons,
I believe the t-process is ideally suited to be applied in the BQ setting.

Analogously to the GP case, the t-distribution is affine invariant, which implies that
a TP posterior distribution over the integrand g(x) induces a t-distribution over the
integral Ex[g(x)] =

∫
g(x)p(x) dx with mean and variance given by

Eg|D[Ex[g(x)]] = q>K−1y, (3.3.9a)

Vg|D[Ex[g(x)]] =
νg − 2 + y>K−1y

νg − 2 +N

[
Ex,x′

[
k(x,x′)

]
− q>K−1q

]
, (3.3.9b)

where q = Ex

[
k(x)

]
. The mean is identical to the GPQ case, whereas the integral

variance is now scaled by a data-dependent term in comparison. Integrals of general
vector functions g : RD → RE can be evaluated by applying the above equations to each
function output independently with the same kernel and DoF.
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Chapter 4

Thesis Goals

The main limitations of the GP regression model in the context of system identification
derive mainly from the sequential nature of the data. The model in its original form
is simply not suited for recursive processing, because as the dataset size grows with
time, the demands for inversion of the kernel matrix grow indefinitely; not to mention
the fact, that at each time step, we need to perform iterative kernel parameter optimiza-
tion. The RGP algorithm appears to be a promising candidate for alleviating these ills,
however a way to bound the per-iteration computational cost of the kernel parameter
optimization still remains to be found. Hence, the first set of goals of this thesis revolves
around leveraging advantages of the Gaussian process regression for recursive system
identification.

One of the common applications ofmoment transforms are the local nonlinear filters,
which are often plagued by overly optimistic covariance estimates. I postulate this is
due to the leaking integration error in computation of the transformed moments in
eqs. (3.2.2a) to (3.2.2c), which the classical moment transforms cannot account for. I do,
however, recognize the fact that errors in local filters have other sources as well (chief
among them being the joint Gaussianity assumption). The Bayesian statistical view of
quadrature is a very promising avenue to pursue in this regard, because the integration
error is treated probabilistically and thus could be more easily reflected in the moment
transformation process. Since the integral variance in BQ characterizes the integration
error, it is natural to ask how it could be decreased. One potential way would be to
incorporate observations of the derivative of the integrand. I also suspect that, for a
certain special cases of point-sets, theoretical connections could be found between the
BQ with derivatives and the classical linearization based on the Taylor series. This is
why, the main theme for the second set of goals, is investigation of how the statistical
view of numerical quadrature could be used to improve the current state-of-the-art
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moment transformations.
To summarize, the goals for this thesis are the following:

Goal 1. Leverage advantages of the Gaussian process regression for recursive system
identification.

(a) Investigate suitability of the RGP algorithm for recursive system identifi-
cation as means for decreasing computational demands of the original
GP model.

(b) Bound the computational demands for kernel parameter optimization.

Goal 2. Improve the current state-of-the-art moment transformations with the help of
Bayesian quadrature.

(a) Leverage the statistical view of quadrature for the design of general pur-
pose moment transformations.

(b) Incorporate the approximation error in the output mean, in eq. (3.2.2a),
into the moment transformation process.

(c) Use the proposed moment transformations to improve estimate quality
of the nonlinear sigma-point filters; especially in terms of credibility of
the covariance estimates.

Goal 3. Explore the question of derivative information in BQ as means for reducing the
integral variance and attempt to find connections with classical linearization.
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Chapter 5

System Identification with GP
Regression Models

This chapter draws together contributions from the following articles, which are mainly
concerned with the use of GP regression models for black-box non-linear system identi-
fication.

• L. Král, J. Prüher, andM. Šimandl. Gaussian Process Based Dual Adaptive Control
of Nonlinear Stochastic Systems. In 22nd Mediterranean Conference of Control and
Automation (MED), pages 1074–1079, 2014. doi: 10.1109/MED.2014.6961517

• J. Prüher and M. Šimandl. Gaussian process based recursive system identification.
Journal of Physics: Conference Series, 570(1):1–9, 2014. doi: 10.1088/1742-6596/570/
1/012002

• J. Prüher and L. Král. Functional Dual Adaptive Control with Recursive Gaussian
Process Model. Journal of Physics: Conference Series, 659:012006, 2015. ISSN 1742-
6588. doi: 10.1088/1742-6596/659/1/012006

First, I review the problem setup in Section 5.1 and then I identify fundamental draw-
backs of the full GP model in Section 5.2. The Section 5.3 presents contributions mainly
from [Prüher and Šimandl, 2014], where the recursive GP regression model is proposed
and its overall performance compared with the standard full GP model. Finally, the
Section 5.6 collects results from [Král et al., 2014; Prüher and Král, 2015] and presents
performance comparison of the bicriterial dual controllers with the full GP and the
recursive GP models.
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5.1 Problem Setup

All contributions in this chapter are formulated for a non-linear stochastic discrete
time-invariant dynamical system given by

yk+1 = f(xk) + g(xk)uk + ek+1, ek+1 ∼ N
(
0, σ2

e

)
, (5.1.1)

where f, g : Rny+nu+1 → R are unknown non-linear functions, uk, yk ∈ R are control
input and system output respectively, ek is the noise term and

xk =
[
yk . . . yk−ny uk−1 . . . uk−nu

]>
∈ Rny+nu+1 (5.1.2)

is the state vector. Additionally, the following assumptions are considered:

A1: The non-linear functions are infinitely differentiable, i.e. f(xk), g(xk) ∈ C∞.

A2: The structural parameters ny and nu of the system are known.

A3: The system has a globally uniformly asymptotically stable zero dynamics and
∀xk : g(xk) > 0 [Chen and Khalil, 1995].

A4: ek is a white Gaussian noise sequence with known variance σ2
e .

This system can be seen as a special case of the NARMAX structure and was chosen,
because it is useful for functional dual adaptive control (FDAC) design [Fabri and
Kadirkamanathan, 2001].

5.2 Full GP Model

This section covers identification of a non-linear system in eq. (5.1.1) by means of the GP
regression algorithm in it’s original formulation. I call this model full Gaussian process
(FGP), because it works with the entire dataset at any given time. It also serves as a
baseline for experiments and as a motivation for the recursive GP regression algorithm
proposed in the subsequent section.

Let φ>k =
[
x>k uk

]
be a vector of regressors of dimension D = ny + nu + 2 and let

Φk =
[
φ0 . . . φk−1

]
be a D × k design matrix. Denoting h(φk) , f(xk) + g(xk)uk

we can write the system as

yk+1 = h(φk) + ek, ek ∼ N
(
0, σ2

e

)
. (5.2.1)
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The whole idea of GP modeling is to put a Gaussian process prior on the function h,
resulting in the following model

h ∼ GP(mh(φk), kh(φk,φl)), (5.2.2a)

ŷk+1 = h(φk) + ek, ek ∼ N
(
0, σ2

e

)
, (5.2.2b)

where the mean function mh and the covariance kernel kh need to be chosen by the
designer. For our purposes, the mean function is chosen asmh(φk) = 0, because it is
analytically beneficial and does not take away from the generality of the model. Kernel
is determined by applying the covariance operator to the model output, which yields

C[ŷk+1, ŷl+1] = Ch[h(φk), h(φl)] + C[ek, el], (5.2.3)

= C[f(xk) + g(xk)uk, f(xl) + g(xl)ul] + σ2
eδkl, (5.2.4)

= Cf [f(xk), f(xl)] + Cg[g(xk), g(xl)]ukul + σ2
eδkl, (5.2.5)

= kf (xk, xl) + kg(xk, xl)ukul + σ2
eδkl, (5.2.6)

where we used the fact that the functions f and g are modeled as independent GPs and
the noise ek is white and independent of h. From the above, we can deduce that the GP
covariance is given by

kh(φk, φl) = kf (xk, xl) + kg(xk, xl)ukul. (5.2.7)

The same form of the covariance function was used by Sbarbaro and Murray-Smith
[2003]. Since, per assumption A1, the functions f and g are smooth, we are justified in
using the radial basis function (RBF) form for kernels kf and kg.

To summarize in more detail, the first two moments of the GP prior are given by

mh(φk) = 0, (5.2.8a)

kh(φk, φl) = kf (xk, xl) + kg(xk, xl)ukul, (5.2.8b)

where the RBF kernels are given by

kf (xk, xl) = α2
f exp

(
−1

2
(xk − xl)

>Λ−1
f (xk − xl)

)
, (5.2.9a)

kg(xk, xl) = α2
g exp

(
−1

2
(xk − xl)

>Λ−1
g (xk − xl)

)
. (5.2.9b)

The parameters αf , αg are output lengthscales. The input lengthscale matrices have the
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form

Λf = diag
( [
λ2
f1 . . . λ2

fD

] )
, (5.2.10a)

Λg = diag
( [
λ2
g1 . . . λ2

gD

] )
. (5.2.10b)

For notational convenience, all kernel parameters are collated into one vector

θ =
[
αf λf1 . . . λfD αg λg1 . . . λgD

]>
. (5.2.11)

Compared to the parametric regression models, where the assumptions on the
modeled function are typically expressed in a fixed model structure, the assumptions of
non-parametric GP models, expressed by the choice of covariance function, are much
weaker. For instance, it is more restrictive to search for the unknown function in the
space of fixed-order polynomials, rather than searching in the space of smooth functions.
The RBF kernels kf and kf are often called squared exponential1 and they are a popular
choice in a many applications [Deisenroth et al., 2012; Kocijan et al., 2005]. Because the
lengthscalematrices have independent lengthscale parameters for each input dimension,
the kernels are said to exhibit the automatic relevance determination property. This is to
say, that the relevance of individual input dimensions can be revealed after iterative
optimization of lengthscales has taken place. Evidently, the RBF kernel is not the only
choice. Since, roughly speaking, any symmetric semi-definite function of two arguments
is a valid kernel [Janson, 1997], there is a plethora of covariance functions to choose from;
each expressing different assumptions about the true underlying functional relationship.
For comprehensive account of covariance functions and their relation to established
parametric regression models see [Duvenaud, 2014; Rasmussen and Williams, 2006;
Wilson, 2014].

With the help of the eqs. (2.2.11a) to (2.2.11b), which define the GP posterior predic-
tive mean and variance, we can now determine what will the GP model output look
like. Since we are dealing with a GP, the model output (at a particular time step) is a
Gaussian random variable, so that ŷk+1 ∼ N

(
µ̂k+1, σ̂

2
k+1

)
, where the mean and variance

are given by

µ̂k+1 , E[ŷk+1] = k>s
(
K + σ2

eI
)−1

yk, (5.2.12a)

σ̂2
k+1 , V[ŷk+1] = kss − k>s

(
K + σ2

eI
)−1

ks, (5.2.12b)

1As pointed out by Neil Lawrence, this terminology is incorrect, in that the kernel is not a squared
exponential function but rather an exponentiated quadratic (i.e. exp

(
x2
)
6= exp(x)2). Since this name does

not quite roll off the tongue as easy, we call it the RBF kernel.
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where

K = kh(Φk, Φk), (5.2.13)

ks = ksf + ksguk, (5.2.14)

kss = kssf + kssgu
2
k + σ2

e , (5.2.15)

with

ksf = kf (Xk, xk), kssf = kf (xk, xk), (5.2.16)

ksg = kg(Xk, xk) ◦ uk, kssg = kg(xk, xk), (5.2.17)

where X>k =
[
x0 . . . xk−1

]>
is a part of the design matrix, so that Φk =

[
X>k u>k

]>
.

The variables y>k =
[
y0 . . . yk

]
and u>k =

[
u0 . . . uk−1

]
denote vectors containing

system outputs and inputs respectively, up to time k. The symbol ◦ denotes element-
wise product and the following shorthand notation is used

k(Φk, xk) ,
[
k(φ0, xk) . . . k

(
φk−1, xk

)]>
, (5.2.18)

k(Φk, Φk) ,


k(φ0, φ0) . . . k

(
φ0, φk−1

)
... . . . ...

k
(
φk−1, φ0

)
. . . k

(
φk−1, φk−1

)
 . (5.2.19)

The mean of the GP model output µ̂k+1 is taken to be the one-step prediction of the
system output.

What remains at this point is to find optimal values of the kernel parameters, so
that the GP model predictions can be calculated. To do that, I maximize the logarithm
of marginal likelihood, given by

log p(yk |Φk,θ ) = −1

2

[
y>k
(
K + σ2

eI
)−1

yk + log |K + σ2
eI|+ k log(2π)

]
. (5.2.20)

The advantage of this optimization objective is that it automatically trades-off data
fit and model complexity, as described in Section 2.2.2, and therefore the resulting
model is “just right” (provided enough data is available [Wilson, 2014]). The marginal
likelihood objective is nonlinear in θ, hence finding the global solutionmay be practically
unattainable (even though with increasing data set size the number of local solutions
should decrease [Rasmussen and Williams, 2006]).

The FGP system identification method, that I propose in this section, works in batch
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mode; which is to say, whenever new data point arrives, it is added to the dataset and
the parameter optimization is started anew (from the same initial guess) at every time
step.

Algorithm 7: Full Gaussian process system identification.

Input: Measurements D =
{

(φk, yk+1)
}K
k=1

, initial kernel parameters θ0, probing gain
parameter η.

Output: FGP model summarized by
(
D, θK

)
.

1 for k ← 1 toK do
// Measure the new data point φk =

[
x>k uk

]
and update datasets.

2 yk ←
[
y0 . . . yk

]
3 uk ←

[
u0 . . . uk−1

]
4 Xk ←

[
x0 . . . xk−1

]
// Kernel parameter optimization (starts from θ0).

5 θk ← arg minθ log p(yk |Xk,θ )

6 end

Algorithm 8: Function for calculating predictions of the FGP model.
1 Function FGPPrediction(D, θ∗)

// Unpack the data.
2

[
Xk uk yk

]
← D

// Kernel evaluation.
3 kssf ← kf

(
Xk, xk; θk

)
4 kssg ← kg

(
Xk, xk; θk

)
5 kss ← kssf + kssgu

2
k + σ2

e

6 ksf ← kf
(
Xk, xk; θk

)
7 ksg ← kg

(
Xk, xk; θk

)
◦ uk

8 ks ← ksf + ksguk
9 K← kh

(
Xk, Xk; θk

)
// System output prediction.

10 µ̂k+1 ← k>s
(
K + σ2

eI
)−1

yk

11 σ̂2
k+1 ← kss − k>s

(
K + σ2

eI
)−1

ks

12 return µ̂k+1, σ̂2
k+1

13 end

Because of the sequential nature of the data, the full GP faces two main challenges.
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1. First, consider an offline setting, where all the data are readily available. The
eqs. (5.2.12a) to (5.2.12b) show that the prediction is calculated using alldata points,
which is the key distinguishing feature of non-parametric models in general. In
such case, calculating model prediction calls for one-time inversion of a large
covariance matrix K, which scales unfavorably with data size (complexity of order
O
(
k3
)
). The situation is even worse with sequential data, because the size of K

grows with every new measurement, leading to ever increasing computational
demands for matrix inversion.

2. The kernel matrix inverse is also present in the marginal likelihood objective, as
is evident from eq. (5.2.20). Note that in this case, the matrix inversion needs to
take place in each iteration of the optimization solver (and the parameters need to
be optimized at every time step).

Naturally, these issues could be dealt with if we could devise a recursive solution,
which would update kernel parameters θk using the current data point (yk, φk) and
the previous parameter estimate θk−1. Recursive parameter optimization is hinted
at in [Hartikainen and Särkkä, 2010], however it assumes the index set of the GP is
one-dimensional, which is too restrictive for our application. The two points, mentioned
above, are the main motivation for using the recursive Gaussian process algorithm
[Huber, 2013].

5.3 Recursive GP Model

The great advantage of parametric models is that they lend themselves nicely to the
possibility of devising a recursive estimation algorithms, which are typically realized by
some kind of nonlinear filter [Haykin, 2001]. As GPs are non-parametric models, where
number of parameters increases with the dataset, developing a recursive algorithm is
becoming much more complicated. Typically, it is necessary to consider some kind of
GP approximation to counteract the problem of increasing data size.

Recently increased effort has been given to the design of approximate GP regression
algorithms, which eliminate such drawbacks [Chowdhary et al., 2014; Csató and Opper,
2002; Huber, 2013; Ranganathan et al., 2011; Särkkä, 2013]. Särkkä [2013] proposed
a solution to this problem based on Kalman filtering and smoothing applied to the
state-space representation of the GP with specific covariance functions. This solution,
however, works for one-dimensional inputs only and is thus inappropriate for our pur-
poses. A very frequently used alternative is the Sparse Online Gaussian Process (SOGP)
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[Chowdhary et al., 2014; Csató and Opper, 2002; Ranganathan et al., 2011], which,
however, does not solve the problem of online kernel parameter learning. This section
investigates usefulness of the recursive Gaussian process (RGP) algorithm, proposed by
Huber [2013], for non-linear system identification. I rely on the brief outline of the RGP
from Section 2.2.3 and present an ad-hoc procedure for kernel parameter estimation.

Assume, that we have chosen a set of S basis vectors (regressors) arranged into a de-
signmatrix structured as Φ̃ =

[
X̃
>

ũ>
]>

. WithGPprior specified by eqs. (5.2.8a) to (5.2.11),
we can now derive expressions for prediction of the system output and its variance.
Using the eqs. (2.2.24a) to (2.2.25c), we obtain

µ̂k+1 , E[ŷk+1] = Jkµ̃k−1, (5.3.1a)

σ̂2
k+1 , V[ŷk+1] = kss + Jk

(
Σ̃k−1 −K

)
Jk, (5.3.1b)

where Jk = k>s K−1 and

K = kh
(
Φ̃, Φ̃

)
, (5.3.2)

ks = ksf + ksguk, (5.3.3)

kss = kssf + kssgu
2
k + σ2

e , (5.3.4)

with

ksf = kf
(
X̃, xk

)
, kssf = kf

(
xk, xk

)
, (5.3.5)

ksg = kg
(
X̃, xk

)
◦ ũ, kssg = kg

(
xk, xk

)
, (5.3.6)

where the symbol ◦ denotes the element-wise product of two vectors. The quantities µ̃k
and Σ̃k, which are to be used to generate predictions in the next time step, are calculated
by the familiar equations

Gk = Σ̃k−1J
>
k

(
σ̂2
k + σ2

)−1
, (5.3.7a)

µ̃k = µ̃k−1 + Gk(yk − µ̂k), (5.3.7b)

Σ̃k = Σ̃k−1 −GkJkΣ̃k−1. (5.3.7c)

5.3.1 Ad-hoc Kernel Parameter Learning Procedure

It is evident by now, that the RGP algorithm is able to reduce the GP model prediction
complexity in sequential data processing. Note however, that the kernel parameters θ
still have to be determined, in order to compute model predictions (given by eqs. (5.3.1a)
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to (5.3.1b)). One possibility would be to use the RGP* algorithm [Huber, 2014], which is
able to learn the parameters in recursive manner in addition to recursively performing
the GP regression. Nonetheless, the implementation of RGP* proved to be problematic,
which is why I sought alternatives.

The proposed ad-hoc approach treats the current estimate of the latent function
values µ̃k as perfect observations. In practical terms this entails modification of the
marginal likelihood objective function eq. (5.2.20), whereby the noisy observations
yk are replaced with the observations µ̃k at basis vector locations Φ̃. The marginal
likelihood is effectively approximated by

log p(yk |Φk, θ ) ≈ log p
(
µ̃k

∣∣∣ Φ̃, θ), (5.3.8)

where the approximate marginal likelihood is given as

log p
(
µ̃k

∣∣∣ Φ̃, θ) = −1

2

[
µ̃>k K(θ)−1µ̃k + log

∣∣K(θ)
∣∣+ S log(2π)

]
, (5.3.9)

where K(θ) = k(Φ̃, Φ̃; θ). Since the number of basis vectors S is pre-defined by the
user and fixed throughout the operation of the algorithm, the computational demands
for evaluation of the likelihood do not grow with time. In practical implementation,
the objective eq. (5.3.9) is maximized in every time step using an iterative optimization
solver, where the initial guess are the kernel parameters from the previous time step. I
limit the maximum number of solver iterations to keep the computational requirements
in check. The notation K(θ) emphasizes the fact that the kernel matrix is a function
of parameters θ. The Algorithm 9 summarizes the RGP regression with an ad-hoc
parameter learning for system identification.

5.4 Numerical Experiments and Evaluation

The RGP was compared with the performance of the FGP in numerical simulations on
the following benchmarking example [Fabri and Kadirkamanathan, 2001] of non-linear
stochastic discrete-time system

yk+1 =
1.5yk
1 + y2

k

+ (2 + cos(yk))uk + ek+1, (5.4.1)
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Algorithm 9: Recursive Gaussian process system identification. The subroutine
RGPPrediction is defined in the Algorithm 10.

Input: Measurements
{

(φk, yk+1)
}K
k=1

, initial kernel parameters θ1.
Output: RGP model summarized by

(
µ̃K , Σ̃K , θK

)
.

// initialization
1 µ̃1 ← 0

2 Σ̃1 ← I

3 for k ← 1 toK do
// System output prediction.

4 µ̂k+1, σ̂
2
k+1,Jk ← RGPPrediction(φk, µ̃k, Σ̃k, Φ̃, θk)

// Update RGP model.

5 Gk ← Σ̃kJ
>
k

(
σ̂2
k+1 + σ2

e

)−1
6 µ̃k+1 ← µ̃k + Gk(yk+1 − µ̂k+1)

7 Σ̃k+1 ← Σ̃k −GkJkΣ̃k

// Kernel parameter optimization (starts from θk).

8 θk+1 ← arg minθ log p
(
µ̃k+1

∣∣∣ Φ̃, θ)
9 end

Algorithm 10: Function for calculating predictions of the RGP model.
1 Function RGPPrediction(φk, µ̃k, Σ̃k, Φ̃, θ∗)

// Unpack the data.
2

[
xk uk

]
← φk

// Evaluate the kernel.
3 kssf ← kf

(
X̃, xk; θk

)
4 kssg ← kg

(
X̃, xk; θk

)
5 kss ← kssf + kssgu

2
k + σ2

e

6 ksf ← kf
(
X̃, xk; θk

)
7 ksg ← kg

(
X̃, xk; θk

)
◦ ũ

8 ks ← ksf + ksguk
9 K← kh

(
Φ̃, Φ̃; θk

)
// System output prediction.

10 Jk ← k>s K−1

11 µ̂k+1 ← Jkµ̃k
12 σ̂2

k+1 ← kss + Jk
(
Σ̃k −K

)
J>k

13 return µ̂k+1, σ̂2
k+1, Jk

14 end
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where the sequence ek is a zero-mean white Gaussian noise with variance σ2
e = 0.025.

In this case the vector of regressors φk =
[
yk−1 uk−1

]
is two dimensional. Kernel

parameters were initialized with values θ0 =
[
0 0 0 0

]>
for both algorithms. As the

excitation signal uk, I considered uniformly random noise within the interval [−3, 3].
In case of RGP algorithm, 75 basis vectors were used to create a 15 × 5 grid, that

covered the area of state space, where the system operates. Ad-hoc kernel parameter
optimization routine was started with the estimate obtained in previous iteration. The
FGPwas trained using all available data up to the current time step, where the parameter
optimization routine was started with initial values θ0. We used MATLAB’s fminunc()
solver with the maximum number of iterations set to 100.

The experiments focused on the comparison of the two approaches in terms of
obtained GP model error and computational demands for prediction in every time step.
Root mean square error (RMSE)

RMSE =

√√√√ 1

Kts

Kts∑
k=1

(yk − ŷk)2 (5.4.2)

was used tomeasure the error inmodel validation process, where yk is themeasurement
of system output and ŷk is the GP model prediction. Furthermore, the logarithm of
average predictive variance

LOGVAR = log

(
1

Kts

Kts∑
k=1

V[ŷk]

)
(5.4.3)

was used to quantify the overall model prediction uncertainty. Both metrics were
calculated at each of the K = 300 time steps using Kts = 1600 test points, which
were obtained from the system operation. The computational demand is assumed
to be the sum of the time required for obtaining the current parameter estimate and
the time required for computing the one-step prediction (model response). This was
implemented by employing MATLAB’s tic/toc command functionality and results
recorded for every time step. 100 MC simulations were run with the results shown in
figures.

As seen in Figure 5.4.1a, RMSE of the FGP is slightly lower than that of the RGP
algorithm. This can be caused by the fact, that the RGP uses a fixed amount of predefined
basis vectors for prediction. The FGP, however, makes predictions based on all available
past data points. The main drawback of the RGP is that, when prediction is to be made
further away from the area covered by the basis vectors, it’s quality will be significantly
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Figure 5.4.1: (a) Root mean square error. (b) Logarithm of average predictive variance.
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Figure 5.4.2: System response (dashed) compared to the RGP (top) and FGP (bottom) model
response with the increasing amount of data used for system identification (GP model training).
The grey band represents the model uncertainty.

57



0 50 100 150 200 250 300

K

0

1

2

3

θ

sf

λf1

sg

λg1

(a)

0 50 100 150 200 250 300

K

0.0

0.2

0.4

0.6

el
ap

se
d
tim

e
[s
ec
] RGP

FGP

(b)

Figure 5.4.3: (a) Hyper-parameter development in time. (b) Computation time per iteration.

worse than that of the FGP.
Development of the LOGVAR in Figure 5.4.1b suggests, that predictions of the RGP

algorithm are less confident than those of the FGP. Figure 5.4.2 compares the system
and model response during training. Note how the model response approaches the
true system response and the model uncertainty is reduced with the increasing amount
of training data. Figure 5.4.3a shows converging parameter estimates. These may not
always converge to the same values since the marginal likelihood has multiple local
extrema. The Figure 5.4.3b demonstrates the unsurprising fact, that the RGP algorithm
has constant computational demands per time step. On the contrary, time requirements
of the FGP algorithm for prediction increase with each time step.

5.5 Conclusion

In this section, I proposed use of the RGP algorithm with an ad-hoc kernel parameter
learning procedure for the non-linear system identification. The RGP algorithm was
compared with the FGP in terms of computational demands per iteration as well as the
RMSE and the logarithm of average predictive variance. In simulations I demonstrated
that the RGP algorithm is clearly superior to the FGP approach in terms computa-
tional demands. Compared to the FGP, the RGP algorithm provides more conservative
predictions and achieves comparable RMSE.

Main disadvantage of the RGP algorithm is that the number of basis vectors increases
exponentially with the dimension of the state space (vector of regressors). Also, quality
of predictions at the locations further away from the area of state space covered by the
basis vectors is worse than those of the FGP, however this effect could be mitigated by
suitable specification of the prior mean function.
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5.6 Application: Functional Dual Adaptive Control

Cybernetics can be characterized as an inter-disciplinary scientific endeavor that seeks
to design optimal control systems. Need for such controllers arises in wide array of
engineering disciplines such as design of aircraft autopilots, industrial robotics and
control of chemical reactors and other industrial processes.

In the real-world, dynamical properties of the controlled process are changing with
time, such as, aircraft loosing its mass due to fuel consumption or mechanical properties
of parts changing due towear. An ideal control law should take these considerations into
account. We can observe variety of biological systems in nature which are able to thrive
under changing environmental conditions. This is in no small part due to the presence of
adaptive control systems on a microscopic level, which inspired researchers to engineer
control systems emulating such behavior in hopes of improving control quality of
processes under varying conditions. A controller containing a mechanism for changing
its own parameters is termed adaptive2. Diagram of a model-based adaptive control is
depicted in Figure 5.6.1. Realistically speaking, dynamical properties of all controlled

Controller

Design

System

Model

rk uk yk+1

θ̂

Figure 5.6.1: Adaptive control loop. The model serves as a surrogate for the unknown system,
which is continuously being refined by the new incoming measurements of the input uk and
output yk+1. The identification method produces the model parameter estimates, which are
used for the adaptation of the controller.

processes are subject to certain degree of uncertainty. In order to deal with this problem,
adaptivemodel-based control uses a surrogate systemmodel with unknown parameters
to summarize the state of knowledge about the controlled process up to the present
time. The Model block contains an identification algorithm which produces parameter

2Åström and Wittenmark [1995] note that there is no generally accepted definition of adaptive system
in the control community.
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estimates based on observed past control inputs and noisy system response data -
effectively performing system identification. Resulting parameter estimates are fed into
the Design block, which decides how the controller parameters should be adapted in
response to newly obtained knowledge about the controlled process.

Depending on what process information is used to produce the control action, sev-
eral classes of controllers were identified. In the simplest case, the controller uses point
estimates of all parameters as if they were the true values of the unknown quantities
and disregards any uncertainties in the estimates. This is known as certainty equivalence
principle, which holds in a few special cases, one of which is the well-studied linear
quadratic Gaussian (LQG) control [Åström and Wittenmark, 1995, p. 360]. Due to their
limiting theoretical assumptions, certainty equivalent controllers can often perform
unsatisfactorily in real-world scenarios. The cautious controllers are more realistic, be-
cause they use additional information about the uncertainty of estimates. Typically,
the magnitude of controller action is in this case inversely proportional to the model
parameter uncertainty. Unfortunately, cautious controllers are susceptible to the turn-off
effect. That is to say, whenever the model uncertainty is high, the control action will be
small and consequently the amount of new information elicited from the system will
decrease. Model uncertainty will therefore decrease minimally, leading again to ever
so smaller control action in the subsequent time instances, which interferes with the
control effort.

The dual controllers remove this problem from occurring by enriching the control
action with a probing component. Fel’dbaum [1965] observed that in order to control
an unknown process the controller design needs to find a delicate compromise between
two mutually opposing requirements, which are

control (exploitation): using available process information to maximize the control
quality (demands lower band-width) and

probing (exploration): perturbation of the process in order to gain more information
about it (demands higher band-width).

To give an analogy, when a driver wants to improve his driving skills with a new car
and, at the same time, get to his destination safely and cheaply, he needs to perform
reasonably safe test maneuvers (probing) to get the feel for the car, so that he can drive
better in the future, all the while keeping on the road (control). Fel’dbaum’s proposed
solution to the dual control problem is in the form of functional Bellman equation, which
is analytically and even numerically intractable, except for a few simple cases. This
is why a lot of research effort is focused on finding various approximate sub-optimal
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solutions [Filatov and Unbehauen, 2004], which, nevertheless, still preserve the key
aspects of the stochastic control principles (caution and probing).

Recent developments in adaptive dual control focused predominantly on the class of
linear systems with unknown parameters. The functional dual adaptive control (FDAC)
of nonlinear stochastic systems [Fabri and Kadirkamanathan, 2001; Herzallah and Lowe,
2002; Sarangapani, 2006; Sbarbaro et al., 2004] can be understood as a natural effort of
extension of the adaptive control to the class of complex systems, where the functional
relationships describing the nonlinear dynamics themselves are completely unknown.
The FDAC problem is more difficult to solve, because no rigid parametric structure of
the dynamics function is assumed. The original concept of the functional approach was
formulated by Fabri and Kadirkamanathan [1998], where the innovation dual control
(IDC) criterion, originally proposed by Milito et al. [1982], was used as a cost function
together with two types of neural networks as a model for the unknown nonlinear
functions. This was followed by Šimandl et al. [2005], who, instead of the IDC, utilized
bicriterial cost function [Filatov and Unbehauen, 2004] and a Gaussian sum filter for
parameter estimation. Further efforts tackle the individual problems, such as a practical
demonstration in control of the nonholonomic wheeledmobile robot [Bugeja et al., 2009]
or an extension to a more general MIMO class of nonlinear systems [Fabri and Bugeja,
2013; Král and Šimandl, 2011]. In recent years, several sub-optimal dual control methods
have been applied successfully in the functional approach for their positive qualities
(superior control quality and admissible computational demands) and subsequently
extended in several directions [Bugeja et al., 2009; Fabri and Bugeja, 2013; Fabri and
Kadirkamanathan, 1998; Král and Šimandl, 2011; Šimandl et al., 2005].

5.6.1 Bicriterial Control

We start with the formalization of the bicriterial approach to adaptive control design,
first introduced by Filatov and Unbehauen [2004]. Later, we design dual adaptive
controller based on the full and recursive GP models, discussed previously. Our con-
tribution differs from [Šimandl et al., 2005] and [Král and Šimandl, 2011] in two main
aspects: (a) we use a non-parametric GPmodel instead of the parametric neural network
model, (b) the resulting dual control respects the GP model prediction uncertainties.
From another point of view, this contribution is an extension of the GP-based cautious
controller [Sbarbaro et al., 2004] by the duality property.

The key idea of the bicriterial approach is based on the cost function exploiting two
separate criteria. Each criterion introduces one of the mutually opposing goals between
estimation and control (caution and probing). The optimal control action is obtained by
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first minimizing eq. (5.6.1) to solve for cautious control component, which is then later
used to determine the probing component by subsequent minimization of the second
criterion in eq. (5.6.3). The first of the criteria has the following form

Jck = E
[

(rk+1 − yk+1)2
∣∣∣ Ik

]
, (5.6.1)

where Ik is the information state containing all measurable system inputs and outputs
available up to time instant k and rk+1 is a bounded reference signal. The cautious control
action, resulting from the minimization

uck = arg min
uk

Jck (5.6.2)

respects uncertainties in the knowledge of the unknown functions in the system de-
scription (5.1.1). The second criterion is chosen as

Jak = −E
[

(yk+1 − ŷk+1)2
∣∣∣ Ik

]
, (5.6.3)

where ŷk+1 is a one-step model prediction of the system output. The single term in the
criterion penalizes deviation of the future system output as predicted by the model
ŷk+1 and the actual system output yk+1. It therefore forces reduction of uncertainty in
the system model and thus effectively encourages exploration. Finally, the dual control
is obtained by minimizing

uk = arg min
uk∈Ωk

Jak , (5.6.4)

where Ωk = [uck − δ, uck + δ] defines a symmetrical Pareto set centered around the
cautious control uc as a region of permissible values of uk, which represents an efficient
trade-off between the criteria Jak and Jck . The presence of the design parameter δk, which
determines the region Ωk, stems from the reasoning that it is necessary to enrich the
cautious control with a probing signal proportional to the uncertainty of the model.
The situation is illustrated in Figure 5.6.2.

Looking at the criterion in eq. (5.6.3) it becomes evident that a vital part of the control
design is a system model for generating predictions ŷk+1. Previously, in Sections 5.2
and 5.3, I described how the full GP and the recursive GP can be used as systemmodels.
In the following two sections, we utilize these models and identification algorithms for
the design of a dual adaptive controller.
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Figure 5.6.2: The core principle behind bicriterial dual control design. First, the cautious control
component is determined as a minimizer of Jck . In the subsequent stage, the final dual control is
determined by minimizing Jak over a set of permissible control actions, whose boundaries are
parametrized by the uck.

5.6.2 Control Design with Full GP

Using the kernel structure in eqs. (5.2.14) to (5.2.17), the GP model prediction and
variance can be written as

µ̂k+1 = f̂k+1 + ĝk+1uk, (5.6.5a)

σ̂2
k+1 = µku

2
k − νkuk + ck + σ2

e , (5.6.5b)

where

f̂k+1 , k>sf
(
K + σ2

eI
)−1

yk, (5.6.6a)

ĝk+1 , k>sg
(
K + σ2

eI
)−1

yk, (5.6.6b)

µk , kssg − ksg
(
K + σ2

eI
)−1

k>sg, (5.6.6c)

ck , kssf − ksf
(
K + σ2

eI
)−1

k>sf , (5.6.6d)

νk , 2ksg
(
K + σ2

eI
)−1

k>sf . (5.6.6e)
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The criterion in eq. (5.6.1) can be written as

Jck = E
[

(rk+1 − yk+1)2
∣∣∣ Ik

]
=
(
rk+1 − E

[
yk+1

∣∣∣ Ik
])2

(5.6.7)

=
(
rk+1 − (f̂k+1 + ĝk+1uk)

)2
+ µku

2
k − νkuk + ck, (5.6.8)

where we used the approximation E
[
yk+1

∣∣ Ik
]
≈ E

[
ŷk+1

∣∣ Ik
]
. Setting derivative w.r.t.

the control action to zero

dJck
duk

= −2
(
rk+1 − f̂k+1 − ĝk+1uk

)
ĝk+1 + 2µkuk − νk = 0 (5.6.9)

and solving for uk, yields the cautious control component, given by

uck =

(
rk+1 − f̂k+1

)
ĝk+1 + 1

2νk

ĝ2
k+1 + µk

. (5.6.10)

The second criterion in eq. (5.6.3) can be expressed as

Jak = −µku2
k + νkuk − ck. (5.6.11)

For a non-parametric GP model it is suitable to modify the probing component design
[Filatov andUnbehauen, 2004; Král and Šimandl, 2008] so that it respects the uncertainty
in the model predictions. The main idea of the proposed modification is as follows.
Efficiency of the system excitation is represented by the shape of the criteria Jak in the
neighborhood of uck as is illustrated by Figure 5.6.2. If Jak has a slope close to zero, the
desired decrease of the criterion value could not be achieved even with large probing
amplitude. In such cases, the criterion Jak changes negligibly with perturbations in uk
and thus it is not beneficial to enhance the control signal with probing. Otherwise,
when the slope of Jak is significant, an appropriate excitation of the system could be
achieved even with small perturbations in the control uk. In this case, it makes sense to
introduce the probing signal as it can significantly accelerate uncertainty reduction in
the model.

With these considerations inmind, it is suitable to choose the domainΩ as symmetric
and boundedwith a constant, so that Ω = [uk − δ, uk + δ], where δ is a design parameter.
Since eq. (5.6.4) defines a constrained optimization problem with a concave objective
Jak (uk), the extreme is found on the boundary of the domain Ω. For dual control, we
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can therefore write

uk = uck + η sign (Jak (uck + δk)− Jak (uck − δk)), (5.6.12)

where η > 0 is a design parameter, which represents gain of the probing. The expression
in brackets evaluates to

dJak
duk

∣∣∣∣
uk=uck

∝ Jak (uck + δk)− Jak (uck − δk) = 2δ(−2µku
c
k + νk) (5.6.13)

where the multiplicative constant 2δ is subsumed into the design parameter η in
eq. (5.6.12). Note that the derivative is a function of µk and νk that quantify uncer-
tainty of the model functions f̂ and ĝ. Consequently, a higher amplitude of the probing
signal is generated in case of highmodel uncertainty and vice versa. Finally, the resulting
bicriterial dual control action is given by

uk = uck + η(−2µku
c
k + νk), (5.6.14)

where the cautious component uck is given by eq. (5.6.10). The proposed bicriterial
dual full Gaussian process (BD-FGP) adaptive control algorithm is summarized in
Algorithm 11. Note that the system output prediction on lines 14 to 17 is unnecessary
to generate the control action.

5.6.3 Control Design with Recursive GP

The control design with the RGP model is very similar. We start with the same form for
GP predictive mean and variance in eqs. (5.6.5a) and (5.6.5b), with the difference that
now we define

f̂k+1 , k>sf
(
K + σ2

eI
)−1
µ̃k, (5.6.15a)

ĝk+1 , k>sg
(
K + σ2

eI
)−1
µ̃k, (5.6.15b)

µk , kssg + k>sgΓksg, (5.6.15c)

ck , kssf + k>sfΓksf , (5.6.15d)

νk , 2k>sgΓksf , (5.6.15e)

Γ ,
(
K + σ2

eI
)−1(

Σ̃k −K− σ2
eI
)(

K + σ2
eI
)−1

. (5.6.15f)
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Algorithm 11: FGP-based bicriterial dual control.

Input: Measurements
{

(φk, yk+1)
}K
k=1

, initial kernel parameters θ0, probing gain
parameter η.

Output: Sequence of control actions {uk}Kk=1.
1 for k ← 1 toK do

// Kernel parameter optimization (starts from θ0).
2 θk ← arg minθ log p(yk |Xk, θ )

// Kernel evaluation.
3 kssf ← kf

(
xk, xk; θk

)
4 kssg ← kg

(
xk, xk; θk

)
5 ksf ← kf

(
Xk, xk; θk

)
6 ksg ← kg

(
Xk, xk; θk

)
◦ uk

7 K← kh
(
Φk, Φk; θk

)
// Control action.

8 f̂k+1 ← k>sf
(
K + σ2

eI
)−1

yk

9 ĝk+1 ← k>sg
(
K + σ2

eI
)−1

yk

10 µk ← kssg − k>sg
(
K + σ2

eI
)−1

ksg

11 νk ← 2k>sg
(
K + σ2

eI
)−1

ksf

12 uck ←
(rk+1−f̂k+1)ĝk+1+

1
2νk

ĝ2k+1+µk

13 uk ← uck + η(−2µku
c
k + νk)

// System output prediction (if needed).
14 kss ← kssf + kssgu

2
k + σ2

e

15 ks ← ksf + ksguk

16 µ̂k+1 ← k>s
(
K + σ2

eI
)−1

yk

17 σ̂2
k+1 ← kss − k>s

(
K + σ2

eI
)−1

ks
18 end
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The cautious control component is given as

uck =

(
rk+1 − f̂k+1

)
ĝk+1 − 1

2νk

ĝ2
k+1 + µk

. (5.6.16)

The dual control is then

uk = uck + η sign (2µku
c
k + νk). (5.6.17)

Notice the change of signs, when compared with eqs. (5.6.10) and (5.6.14), which is due
to the fact that the quantities in eqs. (5.6.15a) and (5.6.15f) are defined differently.

The Algorithm 12 summarizes operation of the proposed bicriterial dual recursive
Gaussian process (BD-RGP) adaptive controller. Note, that unlike in the BD-FGP case,
the RGP model predictions on lines 25 to 29 are necessary for calculating the control
action.

5.6.4 Numerical Experiments and Evaluation

The proposed bicriterial dual controllers were tested on the synthetic example [Fabri
and Kadirkamanathan, 2001] of non-linear stochastic discrete-time system

yk+1 =
1.5yk
1 + y2

k

+ (2 + cos(yk))uk + ek+1, (5.6.18)

where ek+1 is a white Gaussian noise with variance σ2
e = 0.0025. In this case, the vector

of regressors φk =
[
yk uk

]>
is two-dimensional. The bicriterial dual controller with

the full Gaussian process model (BD-FGP) as well as the recursive GP model (BD-RGP)
used the same set of initial kernel parameter values θ = log

([
0 0 0 0

])>
. The set of

basis vectors for the BD-RGP was initialized as a rectangular grid of 7× 5 points in the
interval [−2, 2]× [−1, 1].

The main motivation for designing the BD-RGP algorithm was to alleviate the
prohibitive computational demands of the BD-FGP. The Figure 5.6.3 is a result of
averaging execution time measured in each control loop iteration of both algorithms
over 100 Monte Carlo runs. Clearly, the demands of the BD-RGP algorithm remain
constant, thus making it superior alternative to the BD-FGP in this regard.

The other experiment was focused on the assessment of control quality, which was
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Algorithm 12: RGP-based bicriterial dual control.

Input: Measurements
{

(φk, yk+1)
}K
k=1

, set of basis vectors Φ̃, initial kernel parameters
θ0, probing gain parameter η.

Output: Sequence of control actions {uk}Kk=1.
// Initialization.

1 µ̃0 ← Uniform(0, 1)

2 Σ̃0 ← k(Φ̃, Φ̃; θ0)
3 µ̂1 ← e1
4 σ̂2

1 ← e1
5 K← k(Φ̃, Φ̃; θ0)

6 ks ← kf (X̃,x0; θ0) + kg(X̃,x0; θ0)e1
7 J1 ← ksK

−1

8 for k ← 1 toK do
// RGP model update.

9 Gk ← Σ̃k−1J
>
k

(
σ̂2
k + σ2

e

)−1
10 µ̃k ← µ̃k−1 + Gk(yk − µ̂k)

11 Σ̃k ← Σ̃k−1 −GkJkΣ̃k−1

// Kernel parameter optimization (starts from θk−1).

12 θk ← arg minθ log p
(
µ̃k

∣∣∣ Φ̃, θ)
// Kernel evaluation.

13 kssf ← kf
(
xk, xk; θk

)
14 kssg ← kg

(
xk, xk; θk

)
15 ksf ← kf

(
X̃, xk; θk

)
16 ksg ← kg

(
X̃, xk; θk

)
◦ ũ

17 K← kh
(
Φ̃, Φ̃; θk

)
// Control action.

18 f̂k+1 ← k>sf
(
K + σ2

eI
)−1

µ̃k

19 ĝk+1 ← k>sg
(
K + σ2

eI
)−1

µ̃k

20 Γ←
(
K + σ2

eI
)−1(

Σ̃k −K− σ2
eI
)(

K + σ2
eI
)−1

21 µk ← kssg + k>sgΓksg

22 νk ← 2k>sgΓksf

23 uck ←
(rk+1−f̂k+1)ĝk+1− 1

2νk

ĝ2k+1+µk

24 uk ← uck + η(2µku
c
k + νk)

// System output prediction.
25 kss ← kssf + kssgu

2
k + σ2

e

26 ks ← ksf + ksguk

27 Jk ← k>s
(
K + σ2

eI
)−1

28 µ̂k+1 ← Jkµ̃k
29 σ̂2

k+1 ← kss + Jk
(
Σ̃k −K

)
J>k

30 end
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Figure 5.6.3: Average execution time per time step of the BD-FGP andBD-RGP control algorithms.
The computational requirements of the BD-RGP controller remain constant, while the demands
BD-FGP controller continue to grow indefinitely with every time step.

measured by

Jm =
1

K

K∑
k=m

(yk+1 − rk+1)2, (5.6.19)

wherem ≥ 1 is the offset, which is meant to counteract the initial transition effects in
the system response. We compared the control quality of the BD-FGP controller, which
uses the exact non-recursive GP model, with the BD-RGP controller, which uses the
approximate recursive GP model. Ideally, we would like the quality of the approximate
BD-RGP to remain close enough to the exact BD-FGP. Each controller was simulated for
K = 60 time steps and the reference signal rk was chosen as a square wave for k < 30

and a sine wave for 30 ≤ k ≤ 60.
Table 5.6.1 compares the control quality of the BD-FGP and the BD-RGP controllers

for offsetsm = 1, which evaluates the criterion using the whole trajectory, andm = 15,
which ignores the first few steps to assess the behavior after the GP model adaptation.
The quality of the BD-RGP is two orders of magnitude worse than that of the BD-FGP,
when evaluating eq. (5.6.19) over the whole trajectory. This is caused by the longer
adaptation of the RGP model. However, the values of the offset criteria indicate that
this adaptation quickly disappears (after about 15 time steps) and the BD-RGP control
quality is then close to the BD-FGP. The reason for this behavior is the fact, that the RGP
model is an approximation of the exact FGP model, and as such takes longer to adapt
(slower convergence). This intuition is corroborated by our earlier results published in
[Prüher and Šimandl, 2014].

Figure 5.6.4 compares the twodual controllers in terms of the systemoutput response
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Controller Ĵ1 V
[
Ĵ1

]
Ĵ15 V

[
Ĵ15

]
BD-FGP 1.08e-01 2.02e-04 1.12e-02 3.79e-05
BD-RGP 1.07e+01 9.66e+00 1.42e-02 1.01e-04

Table 5.6.1: Control quality of the bicriterial dual controller based on full (BD-FGP) and recursive
Gaussian process (BD-RGP) model. Results are averaged over 100 Monte Carlo simulations.
Variance estimates of the means of the criteria were obtained by bootstrap method.

to the reference signal. The output response for the BD-RGP is more erratic at the start,
which explains the results in the Table 5.6.1, but then stays close to the BD-FGP output
response. Figure 5.6.5 shows the evolution of the FGP and the RGP model predictive
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Figure 5.6.4: Comparison of the typical system output response yk+1 to a reference signal rk for
the BD-FGP and BD-RGP controllers. The controller using the approximate recursive GP model
(BD-RGP) exhibits slower adaptation than the BD-FGP.

uncertainty. The RGPmodel provides more conservative predictive variances across the
whole trajectory, which is a desirable behavior considering the RGP is an approximate
model.

5.6.5 Conclusion

In this chapter, I addressed the Goal 1 set out in Chapter 4. I proposed the use of the
RGP regression model for reducing computational demands of the BD controller based
on the full GP model, when applied for control of non-linear discrete time-invariant
stochastic systems with functional uncertainties. The GP regression models are applied
for the approximation of unknown functions in the system description. We utilize
an approximation to the marginal likelihood, which makes it possible to keep the
computational demands fixed when learning the kernel parameters. We derived the
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Figure 5.6.5: Comparison of model variances (gray band); the RGP model predictive vari-
ance (right) is more conservative than that of the FGP model (left). Since RGP model is an
approximation of the FGP, this is a desirable behavior.

bicriterial dual controller with RGP model, whose computational demands do not
increase with time. Even thought the BD-RGP controller takes longer to adapt, the
control quality stays close to the baseline BD-FGP controller.
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Chapter 6

Bayesian Quadrature Moment
Transforms

Contributions in this chapter can be found in the following author’s publications:

• J. Prüher and M. Šimandl. Bayesian Quadrature in Nonlinear Filtering. In 12th
International Conference on Informatics in Control, Automation and Robotics (ICINCO),
volume 01, pages 380–387, July 2015

• J. Prüher and M. Šimandl. Bayesian Quadrature Variance in Sigma-point Filtering.
In Informatics in Control, Automation and Robotics, 12th International Conference,
Colmar, Alsace, France, 21-23 July, 2015 Revised Selected Papers, volume 370 of Lecture
Notes in Electrical Engineering. Springer International Publishing, 2016

• J. Prüher and O. Straka. Gaussian Process Quadrature Moment Transform. IEEE
Transactions on Automatic Control, Pre-print(99):1–1, 2017. ISSN 0018-9286. doi:
10.1109/TAC.2017.2774444

• J. Prüher, F. Tronarp, T. Karvonen, S. Särkkä, and O. Straka. Student-t Process
Quadratures for Filtering of Non-linear Systems with Heavy-tailed Noise. In 20th
International Conference on Information Fusion (Fusion), pages 1–8, July 2017. doi:
10.23919/ICIF.2017.8009742

Throughout this chapter I rely heavily on the exposition of the state estimation prelimi-
naries in Chapter 3 and mainly that of Bayesian quadrature in Section 3.3.
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6.1 General Bayesian Quadrature Moment Transform

The purpose of this section is to present an abstracted general BQ moment transform
framework that underlies both of the proposed moment transforms; namely, the GPQ
as well as the TPQ. I assume the familiar setup from eq. (3.2.1), where a nonlinear
transformation

y = g(x) (6.1.1)

is considered, with an input random variable x being distributed according to p(x).
Some sort of probabilistic model of the integrand g(x) will be further assumed, in the
sense that both the mean Eg[g(x)] and the variance Vg[g(x)] exist.

Let us first consider a case when the nonlinearity in eq. (3.2.1) is a scalar function
g(x) : RD → R. Note, that in the following derivations we omit the conditioning on
data and use the shorthand notation Eg[g(x)] , Eg[g(x) | D], Vg[g(x)] , Vg[g(x) | D].
Since the source of uncertainty is now, not only in the input x, but in the nonlinearity g as
well, the transformed moments also need to reflect this fact. The general BQ transform
approximates the moments as follows

E[y] = Ex[g(x)] ≈ Eg,x[g(x)] (6.1.2a)

V[y] = Vx[g(x)] ≈ Vg,x[g(x)] (6.1.2b)

C[x, y] = Cx[x, g(x)] ≈ Cg,x[x, g(x)] (6.1.2c)

where, using the law of total expectation and variance, we can further write

Eg,x[g(x)] = Eg[Ex[g(x)]] = Ex[Eg[g(x)]], (6.1.3a)

Vg,x[g(x)] = Eg[Vx[g(x)]] + Vg[Ex[g(x)]] (6.1.3b)

= Ex[Vg[g(x)]] + Vx[Eg[g(x)]], (6.1.3c)

Cg,x[x, g(x)] = Ex[xEg[g(x)]]− Ex[x]Eg,x[g(x)]. (6.1.3d)

The eq. (6.1.3a) shows that the mean of the integral is equivalent to integrating the
mean function. Since the variance decompositions in eqs. (6.1.3b) to (6.1.3c) are equiva-
lent, both can be used to achieve the same goal. The form (6.1.3c) was utilized in the
derivation of the GP-ADF [Deisenroth et al., 2012], which relies on the solution to the
problem of prediction with GPs at uncertain inputs [Girard et al., 2003]. So, even though
these results were derived to solve a seemingly different problem, by using the form
(6.1.3c), the uncertainty of the mean integral (as seen in the last term of eq. (6.1.3b))
is implicitly reflected in the resulting covariance. Furthermore, the form (6.1.3c) is
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preferable, because it is more amenable to analytical expression and implementation. In
a deterministic case, when the integrand variance Vg[g(x)] = 0 and the integral variance
Vg[Ex[g(x)]] = 0, the eqs. (6.1.3a) to (6.1.3d) fall back to the classical expressions given
by eqs. (3.2.2a) to (3.2.2c). Compared to the deterministic case, the transformed BQ
variance is inflated by the uncertainty in g.

Extension to the case of vector functions g(x) : RD → RE is fairly straightforward.
The BQ transformed moments now become

µA = Eg,x[g(x)] (6.1.4a)

= Eg[Ex[g(x)]] = Ex[Eg[g(x)]], (6.1.4b)

ΠA = Cg,x[g(x)] (6.1.4c)

= Eg[Cx[g(x)]] + Cg[Ex[g(x)]] (6.1.4d)

= Ex[Cg[g(x)]] + Cx[Eg[g(x)]], (6.1.4e)

CA = Cg,x[x, g(x)] (6.1.4f)

= Ex

[
xEg[g(x)]>

]
− Ex[x]Ex[Eg[g(x)]]. (6.1.4g)

6.2 Gaussian Process Quadrature Moment Transform

I propose a moment transform based on the GPQ (see Section 3.3.1). First, I define a
general algorithm, which works with any kernel function, and then give relations for a
GPQ transform based on the popular RBF kernel. As a remark, consider the fact that a
vector function g(x) : RD → RE can be written as

g(x) =
[
g1(x) . . . ge(x) . . . gE(x)

]
. (6.2.1)

Throughout this section I will assume that

A1: the input variable is Gaussian distributed with x ∼ N(m, P),

A2: the stochastic decoupling substitution

x = m + Lξ where P = LL> and ξ ∼ N(0, I)

in the integrals has taken place, and

A3: the integrand is GP distributed according to ge(ξ) ∼ GP
(
0, k(ξ, ξ′; θ)

)
for e =

1, . . . , E.
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The last assumption essentially means that a single GP1 is used to model every output
dimension of the integrand.

Expressions for the GPQ transformed moments are derived by plugging in the
GP predictive moments from eqs. (2.2.11a) to (2.2.11b) into the general expressions in
eqs. (6.1.4b) to (6.1.4g). The transformed mean in eq. (6.1.4b) thus becomes

µA = Eξ[Eg[g(m + Lξ)]] = Y>K−1Eξ

[
k(ξ)

]
= Y>w, (6.2.2)

where the e-th column of Y, given by
[
ye1 . . . yeN

]>
, comprises function values of

the e-th output of g(x) and [K]nm = k(ξn, ξm). Using eq. (6.1.4e), the transformed
covariance can be written as

ΠA = Cξ[Eg[g(m + Lξ)]] + Eξ[Cg[g(m + Lξ)]]

= Eξ

[
Eg[g(m + Lξ)]Eg[g(m + Lξ)]>

]
− µAµ

>
A + Eξ[Cg[g(m + Lξ)]]

= Y>K−1Eξ

[
k(ξ)k>(ξ′)

]
K−1Y − µAµ

>
A + σ2I, (6.2.3)

where
σ2 = Eξ

[
σ2
g(ξ)

]
= Eξ[k(ξ, ξ)]− tr

(
Eξ

[
k(ξ)k>(ξ)

]
K−1

)
. (6.2.4)

The diagonal matrix in the last term of eq. (6.2.3) reflects the fact that the outputs of
g, as seen in eq. (6.2.1), are not correlated. Finally, the cross-covariance in eq. (6.1.4g)
becomes

CA = Eξ

[
ξEg[g(m + Lξ)]>

]
− Eξ[ξ]Eξ[Eg[g(m + Lξ)]],

= LEξ

[
ξk>(ξ)

]
K−1Y. (6.2.5)

In summary, the proposed general GPQ-based Gaussian approximation of the joint
distribution of x and the transformed random variable y = g(x), where x ∼ N(m, P),
is given by [

x

y

]
∼ N

([
m

µA

]
,

[
P CA

C>A ΠA

])
, (6.2.6)

where the transformed moments are computed by the Algorithm 13. Note, that the unit
sigma-points ξn can be chosen arbitrarily, because, unlike the classical quadrature, the
BQ does not prescribe any. The advantage to using the decoupling substitution (see
eq. (3.2.8)) is that it allows to formulate the GPQ weights as independent of the input
moments, which becomes crucial in filtering applications.

1same values of kernel parameters
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Algorithm13:Gaussian process quadraturemoment transform. The function takes the
input mean m and covariance P together with the kernel parameters θ and unit sigma-
points ξn arranged in columns of a matrix Ξ to produce the transformed moments
µA, ΠA, CA.
1 Function GPQMT(m, P, θ, Ξ)

// Form sigma-points.
2 L← MatrixFactor(P)
3 X←m + LΞ

// Evaluate nonlinearity at sigma-points.
4 Y ← g(X)

// Evaluate kernel expectations.
5 k̄ ← Eξ[k(ξ, ξ ;θ)]
6 for n← 1 to N do
7 [q]n ← Eξ[k(ξ, ξn ;θ)]
8 [R]∗n ← Eξ[ξk(ξ, ξn ;θ)]
9 for m← 1 to N do
10 [Q]nm ← Eξ[k(ξ, ξn ;θ)k(ξ, ξm ;θ)]
11 [K]nm ← k(ξn, ξm ;θ)

12 end
13 end

// Compute GPQ weights.
14 w← K−1q

15 W← K−1QK−1

16 Wc ← RK−1

// Compute transformed moments.
17 σ2 ← k̄ − tr

(
QK−1

)
18 µA ← Y>w

19 ΠA ← Y>WY − µAµ
>
A + σ2I

20 CA ← LWcY

21 return µA, ΠA, CA

22 end
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Evidently, the GPQ moment transform hinges upon the kernel expectations as
seen in lines 5 to 10. Since we are already using one quadrature to approximate the
moments, it is thus preferable that these expectations be analytically tractable. A list
of tractable kernel-density pairs is provided in [Briol et al., 2015]. A popular choice in
many applications is an RBF kernel, expectations of which are summarized below.

Theorem 1 (GPQ transform with RBF kernel). Assuming a change of variables has taken
place in the Gaussian weighted integrals given by eq. (3.2.8) and the kernel is of the form

k
(
ξ, ξ′

)
= α2 exp

(
−1

2

(
ξ − ξ′

)>
Λ−1

(
ξ − ξ′

))
, (6.2.7)

where α is a scaling parameter and Λ = diag
( [
λ2

1 . . . λ2
D

] )
is a lengthscale, then the

expectations given in lines 5 to 10 of Algorithm 13 take on the form

[q]i = C1 exp
(
−1

2ξ
>
i (Λ + I)−1ξi

)
, (6.2.8a)

[Q]ij = C2 exp
(
−1

2

(
ξ>i Λ−1ξi + ξjΛ

−1ξj−

z>ij
(
2Λ−1 + I

)−1
zij

))
, (6.2.8b)

[R]∗j = C1 exp
(
−1

2ξ
>
j (Λ + I)−1ξj

)
(Λ + I)−1ξj , (6.2.8c)

k̄ = α2 (6.2.8d)

where C1 = α2
∣∣Λ−1 + I

∣∣−1
2 , C2 = α4

∣∣2Λ−1 + I
∣∣−1

2 and zij = Λ−1(ξi + ξj).

Proof. The expressions can be derived by writing the RBF kernel as a Gaussian density
and making use of the formulas for the product of two Gaussian densities (and the
normalizing constant). Derivations are confined to the appendix in Appendix A, so as
not to detract from the flow of the text (see also [Deisenroth, 2009]).

An important requirement is for moment transforms to produce a valid covariance
matrices. Theorem 3, given below, states that the proposed GPQ transform always
produces a positive semi-definite covariance matrix. For the proof, I use the following
lemma.

Lemma 2. For anym×nmatrix X and a positive definite n×nmatrix A, the matrix XAX>

is positive semi-definite.

Proof. See [Horn and Johnson, 1990, Observation 7.1.6, p. 399].

In the following, let A � 0 ⇔ x>Ax ≥ 0, ∀x ∈ Rn for any n× nmatrix A.
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Theorem 3. The GPQ transformed covariance on the line 31 of Algorithm 13 is positive
semi-definite.

Proof. Using the expressions for the GPQ weights on lines 26 to 28 of Algorithm 13, we
can write

Π = Y>K−1
(
Q− qq>

)
K−1Y + σ2I = Z>Q̃Z + σ2I = Π̃ + σ2I, (6.2.9)

where Π̃ = Z>Q̃Z, Z = K−1Y and Q̃ = Q− qq>. We recognize that

Q̃ = C[k(x)] = E
[
k(x)k>(x)

]
− E[k(x)]E[k(x)]>. (6.2.10)

From the property of covariance matrices it follows that Q̃ � 0. The Lemma 2 implies
that Π̃ = Z>Q̃Z � 0 for any matrix Z. Finally, since σ2 ≥ 0, we have that Π =

Π̃ + σ2I � 0.

6.2.1 Choice of Kernel Parameters

It is now evident that the GPQ transformed moments depend on the kernel parameters,
which need to be set prior to computing the weights. A typical approach in the GP
regressionwould be to optimize the kernel parameters bymarginal likelihood (evidence)
maximization. However, in the BQ setting this method would likely yield unreliable
parameter estimates due to the inherently limited amount of available data. For these
reasons, I resorted to a manual choice of the parameter values, which were mostly
informed by the prior knowledge of the integrated function.

In the following theorem, I prove the independence of the GPQ weights on the
kernel scaling parameter.

Theorem 4 (Kernel scaling independence). Assume a scaled version of a kernel is used, so
that k̄(x,x′) = c · k(x,x′), then the weights of the GPQ transform given on lines 26 to 28 of
Algorithm 13 are independent of the scaling parameter c.

Proof. Define a scaled kernel matrix K′ = cK, and scaled kernel expectations [q′]n =

cEx[k(x,xn)], [Q′]nm = c2Ex[k(x,xn)k(x,xm)], [R′]∗m = cEx[xk(x,xm)]. Plugging

78



into the expressions for the GPQ weights given on the lines 26 to 28, we get

w′ = q′
(
K′
)−1

= cc−1qK−1 = w, (6.2.11a)

W′ =
(
K′
)−1

Q′
(
K′
)−1

= c2c−2K−1QK−1 = W, (6.2.11b)

W′
c = R′

(
K′
)−1

= cc−1RK−1 = Wc. (6.2.11c)

Corollary 5. The kernel scaling affects only the additive term in the transformed covariance,
which becomes σ2 = c

[
k̄ − tr

(
QK−1

)]
. The transformed mean on the line 30 and cross-

covariance on the line 32 are unaffected by the scaling.

Since the scaling has no effect on the GPQ weights, the main attention is given to
the input lengthscales. The form of Λ in the RBF kernel formulation above exhibits,
so called, automatic relevance determination (ARD). That is to say, by optimizing the
lengthscales `d, dimensions contributing most to the variability in the data can be
discovered, where a small `d would indicate high relevance of the d-th dimension and
vice versa. As an initial guideline, I considered a priori knowledge of the nonlinear
transformations encountered in the experiments. Whenever a certain output is observed
to be linearly dependent on d-th input, the lengthscale parameter `d should be set to
a large value relative to all other lengthscales {`e : e 6= d}. Conversely, when strong
nonlinearity is encountered a relatively small value of lengthscale should be selected.
A several proposed nonlinearity measures [Duník et al., 2016] could be utilized as an
aid for assessing severity of the nonlinearity in question.

Further point to consider, are the numerical issues with calculating the kernel matrix
inverse. Choosing a lengthscale that is too highwould cause the kernel matrix to become
singular. Generally speaking, the smaller the distance between the sigma-points, the
lower is the upper bound on the numerically allowed lengthscale.

With these guidelines in mind, the parameters can be further fine-tuned by eval-
uating relevant performance criteria, which in all cases involves running preliminary
simulations. As an example of this process, consider Figure 6.2.3 which illustrates
sensitivity of the GPQ filter performance to changing lengthscale.

6.2.2 Experiments

The proposed GPQ moment transform is first tested on a polar-to-Cartesian coordinate
transformation, while the later experiments focus on its applications in the nonlinear
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filtering. In all cases, the GPQ transform uses the RBF kernel given by eq. (6.2.7). Since
the sigma-point locations are not prescribed and their choice is entirely arbitrary, I used
the point-sets of the classical rules mentioned in Section 3.2 for all examples.

The Gaussian process quadrature Kalman filter (GPQKF) is obtained by replacing
the MomentTransform() routine in Algorithm 1 with the GPQ transform GPQMT(), in
Algorithm 13. The GPQKF is an umbrella acronym for all nonlinear Kalman filters
based on the GPQ regardless of which point-set they use.

Mapping from Polar to Cartesian Coordinates

The conversion from polar to Cartesian coordinates is a ubiquitous nonlinearity appear-
ing in radar sensors or laser range finders and is given by[

x

y

]
=

[
r cos(θ)

r sin(θ)

]
. (6.2.12)

Since the mapping is conditionally linear (for a fixed θ) and we use a kernel with ARD
in the moment transform, we can exploit this fact and set the kernel lengthscales to
Λ = diag

( [
60 6

] )
while the scaling was set to α = 1. Note, that we set the length-

scale corresponding to the range to a relatively large value. This is because the larger
lengthscales in the kernel correspond to a slower variation in the approximated function.

I compared the performance of the spherical radial transform (SR), which is basis of
the cubature Kalman filter [Arasaratnam and Haykin, 2009], and the GPQ transform
with SR points (GPQ-SR) for 100 different input moments. The 10 different positions
on a spiral in polar coordinates were chosen as input means mi =

[
ri θi

]
. For each

mean I assigned 10 different input covariance matrices Pj = diag
( [
σ2
r σ2

θ,j

] )
, where

σr = 0.5 m and azimuth standard deviationswere uniformly placed in the interval σθ,j ∈
[6◦, 36◦] for j = 1, . . . , 10. Figure 6.2.1 depicts the input means in polar coordinates.
As a measure of an agreement between the approximate moments (µA, ΠA) and the
ground-truth moments (µ, Π) I used the symmetrized KL-divergence of two Gaussian
densities given by

SKL =
1

2
{KL[N(y |µ, Π) ‖N(y |µA, ΠA )] + KL[N(y |µA, ΠA ) ‖N(y |µ, Π)]}

=
1

4

{
(µ− µA)>Π−1(µ− µA) + (µA − µ)>Π−1

A (µA − µ)

+ tr(Π−1ΠA) + tr(Π−1
A Π)− 2E

}
, (6.2.13)

whereE = dim(y). The ground truth transformedmean and covariancewere computed
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Figure 6.2.1: Input means are placed on a spiral. For each input mean mi =
[
ri θi

]
(black dot)

the radius variance is fixed at σr = 0.5 m and 10 different azimuth variances are considered so
that σθ ∈ [6◦, 36◦].

using the Monte Carlo method with 10 000 samples. Two SKL scores were considered;
the average over means and an average over azimuth variances.

The Figure 6.2.2 shows the SKL score calculated for each configuration on the spiral.
The left pane of Figure 6.2.2 shows results for individual means averaged over the

5 10

Position index i
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SK
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Figure 6.2.2: Performance comparison of the spherical radial (SR) and GPQ with SR points
(GPQ-SR) moment transforms in terms of averaged symmetrized KL-divergence. Left: average
over a range of azimuth variances; Right: average over the range of input means (positions on
the spiral).

azimuth variances, whereas the right pane displays averaged SKL over the means.
In both cases our proposed moment transform outperforms the classical quadrature
transform with the same SR point-set.

81



Univariate Non-Stationary Growth Model

The performance of nonlinear sigma-point filters based on the GPQ transform was
first tested in [Prüher and Šimandl, 2016] on a univariate non-stationary growth model
(UNGM), where the system dynamics and the observation model are given by

xk =
1

2
xk−1 +

25xk−1

1 + x2
k−1

+ 8 cos(1.2 k) + qk−1, (6.2.14a)

zk =
1

20
x2
k−1 + rk, (6.2.14b)

with the state noise qk−1 ∼ N(0, 10), the measurement noise rk ∼ N(0, 1) and initial
conditions x0|0 ∼ N(0, 5). This model is frequently used as a benchmark for the particle
filtering algorithms [Gordon et al., 1993; Kitagawa, 1996].

For this problem, all of the considered GPQKFs used the same kernel scaling α = 1.
The lengthscale was set to λ = 3.0 for the UT, λ = 0.3 for SR and GH-5, and λ = 0.1

for all higher-order GH sigma-points. The GPQKFs that used the UT and GH sigma-
points of order 5, 7, 10, 15 and 20 were compared with their classical quadrature-based
counterparts, namely, the UKF and the GHKF of the same orders. The UKF operated
with κ = 0. We performed 100 simulations, each forK = 500 time steps. As a baseline
for comparison, I used the bootstrap filter with stratified resampling and 10 000 particles
(BS-PF).

For evaluation of the filter performance, I used the root-mean-square error (RMSE)

RMSE =

(
1

K

K∑
k=1

‖xk −mx
k|k‖

2

)1/2

. (6.2.15)

to measure the overall difference between the state estimate mx
k|k and the true state xk

across all time steps. Since the BQ-based MTs, are primarily focused on incorporating
additional uncertainty by inflating the estimated covariance, I used the inclination
indicator (INC) [Li and Zhao, 2006] as a metric which takes into account the estimated
state covariance. The indicator is given by

INC =
10

K

K∑
k=1

log10

(
xk −mx

k|k
)>(

Px
k|k
)−1(

xk −mx
k|k
)

(
xk −mx

k|k
)>

Σ−1
k

(
xk −mx

k|k
) , (6.2.16)

where Σk is the sample mean-square-error (MSE) matrix, which can be computed from
samples of the true system state trajectories. When the indicator is INC = 0 the estimator
is said to be balanced, which is to say that the estimated covariance is on average equal
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Point set N GPQ Classical

BS-PF 10000 – 5.657± 0.032
SR 2 6.157± 0.071 13.652± 0.253
UT 3 7.124± 0.131 7.103± 0.130
GH5 5 8.371± 0.128 10.466± 0.198
GH7 7 8.360± 0.043 9.919± 0.215
GH10 10 7.082± 0.038 8.035± 0.193
GH15 15 6.944± 0.048 8.224± 0.188
GH20 20 6.601± 0.058 7.406± 0.193

Table 6.2.1: The average root-mean-square error.

Point set N GPQ Classical

BS-PF 10000 – 9.211± 0.196
SR 2 3.328± 0.026 56.570± 2.728
UT 3 4.970± 0.343 5.306± 0.481
GH5 5 4.088± 0.064 14.722± 0.829
GH7 7 4.045± 0.017 12.395± 0.855
GH10 10 3.530± 0.012 7.565± 0.534
GH15 15 3.468± 0.014 7.142± 0.557
GH20 20 3.378± 0.017 5.664± 0.488

Table 6.2.2: The average negative log-likelihood.

to the true state MSE matrix. For INC > 0 the estimator is said to be optimistic, while
for INC < 0 it is considered pessimistic. Finally, the negative log-likelihood (NLL) of the
state estimate mx

k|k and covariance Px
k|k

NLL =
1

2

[
log
∣∣2πPx

k|k
∣∣+
(
xk −mx

k|k
)>(

Px
k|k
)−1(

xk −mx
k|k
)]

(6.2.17)

was used to measure the overall model fit [Gelman et al., 2013].
Tables 6.2.1 to 6.2.3 show average values of the performance criteria across simula-

tions with bootstrapped estimates of ±2 standard deviations [Wasserman, 2007]. Note
thatN in the tables denotes the number of sigma-points. As evidenced by the results in
Table 6.2.1, the Bayesian quadrature achieves superior RMSE performance for all sigma-
point sets. In the classical quadrature case the performance improves with increasing
number of sigma-points used. Table 6.2.2 shows that the performance of GPQKF is
clearly superior in terms of NLL, which indicates that the estimates produced by the
GPQ-based filters are better representations of the unknown true state development.
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Point set N GPQ Classical

BS-PF 10000 – −12.838± 0.016
SR 2 1.265± 0.010 18.585± 0.045
UT 3 0.363± 0.108 0.897± 0.088
GH5 5 4.549± 0.013 9.679± 0.068
GH7 7 4.638± 0.006 8.409± 0.076
GH10 10 2.520± 0.006 5.315± 0.058
GH15 15 2.331± 0.008 5.424± 0.059
GH20 20 1.654± 0.007 4.105± 0.055

Table 6.2.3: The average inclination indicator.

The self-assessment of the filter performance is more credible in the case of GPQ, as
indicated by lower inclination ν in the Table 6.2.3. This indicates that the GPQ-based
filters are more conservative in their covariance estimates - a consequence of including
additional uncertainty (integral variance), which the classical quadrature-based filters
do not employ. Also note, that the variance of all the evaluated criteria for GPQ-based
filters is mostly an order of magnitude lower.

Sensitivity of the performance for the GPQKF with UT sigma-points to changing
kernel lengthscale is shown in Figure 6.2.3.

10−3 10−2 10−1 100 101 102

λ

0

5

10

RMSE
NLL
ν

Figure 6.2.3: Sensitivity of GPQKF performance (using UT sigma-points) to changes in the
lengthscale parameterλ. The choiceλ = 3minimizes RMSE andyields nearly optimal inclination
ν.

Target Tracking

As a more application oriented example, I considered a target tracking scenario adopted
from [Athans et al., 1968; Julier et al., 2000]. A spherical object is falling down from high
altitude entering the Earth’s atmosphere with a high velocity. The nonlinear dynamics
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is described by the following set of differential equations

ṗ(t) = −v(t) + q1(t), (6.2.18a)

v̇(t) = −v2(t)θ(t) exp (−γp(t)) + q2(t), (6.2.18b)

θ̇(t) = q3(t), (6.2.18c)

where γ = 0.164 is a constant and the system state x =
[
p v θ

]
consists of position

(altitude) p, velocity v and a constant ballistic parameter θ. The zero-mean state noise
is characterized by E

[
q(t)q(s)>

]
= Qδ(t − s), where q =

[
q1 q2 q3

]
. The range

measurements are produced at discrete time intervals by a radar positioned at the
altitude of 30 km and 30 km horizontally to the vertical path of the falling object. Thus
the observation model is

y(k) =
√
s2
x + (sy − p(k))2 + r(k), (6.2.19)

where (sx, sy) is the radar position. The measurements were generated with frequency
10 Hz and the measurement noise is zero-mean with variance σ2

y = 9.2903× 10−4 km2.
The mean and covariance of the system initial condition were set to

x0 =
[
90 km 6 km s−1 1.5

]
(6.2.20)

P0 = diag
( [

0.0929 km2 1.4865 km2 s−2 10−4
] )

(6.2.21)

while the filter used different initial state estimate

mx
0|0 =

[
90 km 6 km s−1 1.7

]
(6.2.22)

Px
0|0 = diag

( [
0.0929 km2 1.4865 km2 s−2 10

] )
(6.2.23)

which implies a lighter object than in reality.
In the experiments, I focused on the comparison of the proposed GPQKF with the

UT points and the UKF, because this filter was previously used in [Julier et al., 2000] to
demonstrate its superiority over the EKF on the same tracking problem. The parameters
of the UKF were set to κ = 0, α = 1, β = 2, following the recommended heuristics
[Särkkä, 2013]. The GPQKF used different kernel parameters for the dynamics, αf =

0.5, Λf = diag
( [

10 10 10
] )

, and the measurement nonlinearity, αh = 0.5, Λh =

diag
( [

15 20 20
] )

. All filters operated with a discrete-time model obtained by the
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Euler approximation with step size ∆t = 0.1 s. The discretized model is given by

p(k + 1) = p(k)−∆t v(k) + q1(k), (6.2.24a)

v(k + 1) = v(k)−∆t v2(k)θ(k) exp(−γp(k)) + q2(k), (6.2.24b)

θ(k + 1) = θ(k) + q3(k). (6.2.24c)

I generated 100 truth trajectories by simulating the continuous-time dynamics, given
by the eqs. (6.2.18a) to (6.2.18c), for 30 time steps by 4th-order Runge-Kutta scheme
and computed the average RMSE and inclination indicator ν for both tested filters.
Figure 6.2.4 shows realizations of the altitude and velocity trajectories along with the
average trajectory. Note, that when the object is passing directly in front of the radar at
approximately t = 10 s (i.e. altitude 30 km), the system is almost unobservable.
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Figure 6.2.4: Altitude and velocity evolution in time. Trajectory realizations (black) and the
average trajectory (red). The highest deceleration occurs in the period from 10 to 20 seconds.

Figure 6.2.5 depicts the RMSE for each time step averaged over trajectory simulations.
The RMSE of the GPQKF tends to be better for all state vector components. The biggest
difference is evident in the RMSE of the ballistic parameter where GPQKF shows
significantly better performance during the period of the greatest deceleration. Overall,
the UKF shows signs of an unbalanced estimator as evidenced from Figure 6.2.6, where
the inclination ν rises significantly above zero, indicating excessive optimism. The
GPQKF manages to stay mostly balanced (ν wobbles around zero) with the exception
of velocity, where it tips toward pessimism towards the end of the trajectory. This
behaviour is mostly likely caused by the inclusion of additional functional uncertainty
in the transformed covariance as shown in eqs. (6.1.4d) and (6.1.4e).
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Figure 6.2.5: Evolution of the average RMSE in time for the GPQKF with the UT points and the
UKF. From top to bottom: position, velocity and ballistic parameter.
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Figure 6.2.6: Evolution of the average inclination in time for the GPQKF with the UT points and
the UKF. From top to bottom: position, velocity and ballistic parameter.

6.3 Student’s t-Process Quadrature Moment Transform

Motivated by findings in [Shah et al., 2014] where it was concluded that “TP has many
if not all of the benefits of GPs, but with increased modeling flexibility at no extra
cost.”, my aim is to leverage the TP regression model for the design of a Student’s t-
process quadrature moment transform (TPQ-MT). I propose a moment transformation
for moments of the Student’s t-distributed random variables, which uses the Student’s
t-process quadrature. This contribution can be regarded as an extension of the previous
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work by Tronarp et al. [2016] with the BQ philosophy.
A common way of parameterizing the multivariate Student’s t-density is via the

scale matrix Σ, which is related to the covariance by Σ = ν
ν−2P. Since we are trans-

forming moments, I find the alternative parametrization via the covariance matrix more
convenient and use it throughout this section. Both parameterizations are reviewed in
Appendix A.

Consider again the familiar setup of themoment transformation problem in eqs. (3.2.1)
to (3.2.2c). Throughout this section we will assume that

A1: the input variable is Student’s t-distributed with x ∼ St(m, P, ν),

A2: the stochastic decoupling substitution

x = m + Lξ where P = LL> and ξ ∼ St(0, I, ν)

in the integrals has taken place, and

A3: the integrand is TPdistributed according to ge(ξ) ∼ TP
(
0, k(ξ, ξ′; θ), ν

)
for e =

1, . . . , E.

The last assumption essentially means that a single TP is used to model every output
dimension of the integrand.

In order to derive the TPQ transformed moments for x ∼ St(m, P, ν), I use the
familiar stochastic decoupling substitution x = m + Lξ, which allows for casting the
expectations in terms of a standard t random variable ξ ∼ St(0, I, ν), so that

Ex[g(x)] = Eξ[g(m + Lξ)] ≈ Eg,ξ[g(m + Lξ)], (6.3.1)

Cx[g(x)] = Cξ[g(m + Lξ)] ≈ Cg,ξ[g(m + Lξ)], (6.3.2)

Cx[x,g(x)] = Cξ[ξ,g(m + Lξ)] ≈ Cg,ξ[ξ,g(m + Lξ)], (6.3.3)

where P = LL>. Relying on the same line of reasoning from Section 6.2, the TPQ
transformed moments become

µA = Y>K−1Eξ

[
k(ξ)

]
, (6.3.4)

ΠA = Y>K−1Eξ

[
k(ξ)k(ξ)>

]
K−1Y − µAµ

>
A + S, (6.3.5)

CA = LEξ

[
ξk(ξ)>

]
K−1Y. (6.3.6)

88



where

S = Eξ[Cg[g(m + Lξ)]] = diag
( [
s1

TP . . . sETP

] )
, (6.3.7)

seTP = γe

[
Eξ[k(ξ, ξ)]− tr

(
Eξ

[
k(ξ)k(ξ)>

]
K−1

)]
, (6.3.8)

γe = (νg − 2 + y>e K−1ye)/(νg − 2 +N). (6.3.9)

Immediately, we observe that the moments are largely similar to those of the GPQ-MT
in eqs. (6.2.2), (6.2.3) and (6.2.5). The only difference is that the expected model variance
S is no longer isotropic, because the TP predictive variance depends on the realizations
of the output variable (see eq. (2.3.2b)).

In summary, the general Student’s t-process quadrature approximation to the joint
distribution of x ∼ St(m, P, ν) and a transformed random variable y = g(x) is given
by [

x

y

]
∼ St

([
m

µA

]
,

[
P CA

C>A ΠA

]
, ν

)
(6.3.10)

where the transformed moments are computed by the Algorithm 14.
The transform is general in a sense that it can, in principle, operate with any kernel.

The RBF kernel in eq. (6.2.7) admits a closed-form evaluation of the expectations in
eqs. (6.3.4) to (6.3.6) for a Gaussian distributed input variable. However, for the Student’s
t-distributed inputs, we have been unable to find any reasonable kernel admitting closed-
form solution and thus we resorted to standard Monte Carlo approximations, given
by

Eξ[k(ξ)] ≈ 1

I

I∑
i=1

k(ξi), (6.3.11)

Eξ

[
k(ξ)k(x)(ξ)>

]
≈ 1

I

I∑
i=1

k(ξi)k(ξi)
>, (6.3.12)

Eξ

[
ξk(ξ)>

]
≈ 1

I

I∑
i=1

ξik(ξi)
>, (6.3.13)

where ξi are samples from ξ ∼ St(0, I, ν). Since decoupling is used in the moment
integrals, the kernel expectations do not depend on the moments of the input density
and only need to be pre-computed once, which significantly reduces computational
cost, especially, when the TPQ-MT is utilized in filtering algorithms.
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Algorithm 14: Student’s t-process quadrature moment transform. The function takes
the input mean m and covariance P together with the kernel parameters θ, the unit
sigma-points ξn arranged in columns of a matrix Ξ and a DoF parameter νg to produce
the transformed moments µA, ΠA, CA.
1 Function TPQMT(m, P, θ, Ξ, νg)

// Form sigma-points.
2 L← MatrixFactor(P)
3 X←m + LΞ

// Evaluate nonlinearity at sigma-points.
4 Y ← g(X)

// Evaluate kernel expectations.
5 k̄ ← Eξ[k(ξ, ξ ;θ)]
6 for n← 1 to N do
7 [q]n ← Eξ[k(ξ, ξn ;θ)]
8 [R]∗n ← Eξ[ξk(ξ, ξn ;θ)]
9 for m← 1 to N do
10 [Q]nm ← Eξ[k(ξ, ξn ;θ)k(ξ, ξm ;θ)]
11 [K]nm ← k(ξn, ξm ;θ)

12 end
13 end

// Compute TPQ weights.
14 w← K−1q

15 W← K−1QK−1

16 Wc ← RK−1

// Compute transformed moments.
17 σ2 ← k̄ − tr

(
QK−1

)
18 for e = 1 to E do
19 [S]ee ←

νg−2+y>e K−1ye

νg−2+N σ2

20 end
21 µA ← Y>w

22 ΠA ← Y>WY − µAµ
>
A + S

23 CA ← LWcY

24 return µA, ΠA, CA

25 end
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6.3.1 Experiments

In this section, I compare the performance of the proposed TPQ-based Student’s t-
filters and the Student’s t-filter introduced by Tronarp et al. [2016], which is based on
classical quadrature. The Student’s t-process quadrature Kalman filter (TPQKF) is obtained
by replacing the MomentTransform() routine in Algorithm 2 with the TPQ transform
TPQMT(), in Algorithm 14. Performance is assessed with the help of the familiar RMSE
(eq. (6.2.15)) and INC (eq. (6.2.16)) metrics.

Univariate Non-Stationary Growth Model

In the first numerical illustration, I consider the univariate non-stationary growthmodel
(UNGM), which is often used for benchmarking purposes [Gordon et al., 1993; Kitagawa,
1996]. The system is given by the following set of equations

xk = 0.5xk−1 +
25xk−1

1 + x2
k−1

+ 8 cos(1.2k) + qk−1, (6.3.14)

zk = 0.05x2
k + rk. (6.3.15)

The initial conditions were drawn from x0 ∼ N(0, 1). Outliers in the state noise qk and
measurement noise rk were simulated with Gaussian mixtures, such that

qk ∼ 0.8N
(
0, σ2

q

)
+ 0.2N

(
0, 10σ2

q

)
, (6.3.16)

rk ∼ 0.8N
(
0, σ2

r

)
+ 0.2N

(
0, 100σ2

r

)
, (6.3.17)

where σ2
q = 10 and σ2

r = 0.01. I simulated 500 trajectories for 250 time steps, which were
used for evaluation of the RMSE and INC performance metrics. All tested filters used
a state-space model with an initial condition distributed according to x0 ∼ St(0, 1, ν)

and the following noise statistics

qk ∼ St
(
0, σ2

q , ν
)
, (6.3.18)

rk ∼ St
(
0, σ2

r , ν
)
, (6.3.19)

where ν = 4.
I compared the RMSE and INC of the proposed TPQSF with the SF [Tronarp et al.,

2016], the UKF [Julier and Uhlmann, 2004] and a Student’s t-filter using the GPQ
MT [Prüher and Šimandl, 2016] (abbreviated GPQSF). The TPQSF and the GPQSF
will be collectively referred to as the BQ filters. Student’s t-filters used the same 3rd
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RMSE STD INC STD

UKF 8.6924 0.1517 3.0012 0.1539
SF 17.4461 0.6236 51.8733 0.4417
TPQSF(νg = 3) 7.5683 0.1091 1.5837 0.1561
TPQSF(νg = 4) 6.8323 0.1044 2.3384 0.1713
TPQSF(νg = 10) 6.1423 0.0154 5.6910 0.0324
TPQSF(νg = 100) 7.4399 0.1550 12.5120 0.1676
TPQSF(νg = 500) 7.5709 0.1546 13.2104 0.1623
GPQSF 7.6766 0.1554 13.5926 0.1595

Table 6.3.1: Performance of TPQSF compared in terms of average RMSE and INC. Standard
deviations of the criteria were estimated by bootstrapping. For increasing DOF parameter νg of
the TP regression model the performance approaches that of the GPQSF.

degree fully symmetric sigma-point set with κ = 0 and the filter DoF fixed at ν = 4.
The kernel parameters for all BQ filters were set to θf =

[
3 1

]
and θh =

[
3 3

]
.

Table 6.3.1 reports MC simulation averages of both metrics along with bootstrapped
variances [Wasserman, 2007] of the averages (using 10 000 samples). It is evident that
the TPQSFs can outperform all the classical filters (UKF, SF) as well as the GPQSF
in terms of both metrics. The values of INC, being closer to zero, indicate increased
estimate credibility. For increasing DoF of the Student’s t-process model, we observe
the performance of TPQSFs approaching that of GPQSF, which is an expected behavior,
since TPQSF with νg =∞ is equivalent to GPQSF.

Radar Tracking with Glint Noise

As a second illustration, I consider tracking of a moving object where the range and
bearing measurements are corrupted with glint noise. I adopted the example from
Arasaratnam et al. [2007], where the tracking scenario is described by the following
state-space model

xk =


1 τ 0 0

0 1 0 0

0 0 1 τ

0 0 0 1

xk−1 +


τ2/2 0

τ 0

0 τ2/2

0 τ

qk−1, (6.3.20)

zk =

[ √
x2
k + y2

k

atan2 (yk, xk)

]
+ rk, (6.3.21)
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with the system state being defined as xk =
[
xk ẋk yk ẏk

]
. The state components xk

and yk are the Cartesian coordinates of the moving object and the pair (ẋk, ẏk) stands
for the velocity in the respective directions. During simulations, the discretization
interval was τ = 0.5 s, the initial state was drawn from x0 ∼ N(mx

0 , Px
0) with

m0 =
[
10 000 m 300 ms−1 1000 m −40 ms−1

]
, (6.3.22)

P0 = diag
( [

10 000 m2 100 m2s−2 10 000 m2 100 m2s−2
] )
. (6.3.23)

The state noise is Gaussian distributed, such that qk ∼ N(0, Q) with covariance Q =

diag
( [

50 m2s−4 5 m2s−4
] )

. The glint noise in the measurements is modeled by a
Gaussian mixture

rk ∼ (1− β)N(0, R1) + βN(0, R2) (6.3.24)

with R1 = diag
( [

50 m2 0.4 mrad2
] )

and R2 = diag
( [

5000 m2 16 mrad2
] )

, where β
is the glint noise probability.

As in the UNGM experiment, I compared the performance of the proposed TPQSF
with the SF, the standard UKF and the GPQSF. The UKF used κ = 0, following the
usual heuristic recommendation. For the TPQSF, I considered two settings of the TP
model DoF parameter, νg = 2.2 and νg = 4. All of the Student’s t-filters assumed that
the initial state, the state noise and the measurement noise were characterized by the
Student’s t-distribution, such that

x0 ∼St
(
mx

0|0, Px
0|0, ν

x
)
, (6.3.25)

qk ∼St
(
0, Q, νq

)
, (6.3.26)

rk ∼St
(
0, R, νr

)
(6.3.27)

where the initial filtered mean and covariance were

mx
0|0 =

[
10 175 m 295 ms−1 980 m −35 ms−1

]
, (6.3.28)

Px
0|0 = P0, (6.3.29)

with the DoF parameters νx = 1000, νq = 1000 and νr = 4.0. The kernel parameters for
the BQ filters were set to θf =

[
1 100 100 100 100

]
for the dynamics model and

θh =
[
0.05 10 100 10 100

]
for the measurement model.

The filter performance was evaluated by simulating 1000 trajectories, each 100

time steps long, and computing the Monte Carlo averages of the performance scores.
Figure 6.3.1 shows box-plots of the time-averaged RMSE scores. The left pane shows
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that the UKF and SF have more extreme outliers than the proposed TPQSF, while in the
right pane we see that the classical SF is better in terms of median RMSE. It is worth
noting that because TPQ-based filters have a tunable DoF parameter, they were able to
achieve improved median RMSE over the GPQ-based filter. From Figure 6.3.2, showing
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Figure 6.3.1: Overall filter RMSEs shown with outliers (left) and a detail without outliers (right).
The proposed TPQ-based filters have less extreme outliers, whereas the median RMSE favors
the classical quadrature-based SF.

the time-averaged INC score, we can deduce that the BQ filters provide more balanced
estimates on average, whereas the classical filters are excessively optimistic in their
estimates. This behavior is in accordance with the expectations, because the BQ filters
account for the additional functional uncertainty as described in Section 6.1. Table 6.3.2
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Figure 6.3.2: Overall filter INCs shown with (left) and without (right) outliers. The proposed
TPQ-based filters display improved INC with most outliers in the pessimistic direction, whereas
the UKF and SF are excessively optimistic.

shows the mean of the overall average RMSE and INC along with the their standard
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deviations, which were estimated by bootstrapping with 10 000 samples. Evidently,
TPQSFs drastically improve the mean of the overall average RMSE and, as mentioned
previously, provide much more balanced state estimates.

RMSE STD INC STD

UKF 803.99 231.62 18.37 1.80
SF 457.49 200.88 12.22 0.58
TPQSF(νg = 2.2) 77.29 32.17 2.39 0.38
TPQSF(νg = 4) 75.54 31.95 1.92 0.39
GPQSF 81.04 32.17 3.52 0.45

Table 6.3.2: Overall RMSEs for the radar tracking example. The average RMSE favours the
TPQ-based filters. Our proposed filters also give more balanced state estimates on average, as
shown by the inclination indicator (INC) being closer to zero.

6.4 Conclusion

In this chapter, I have shown how a Bayesian view of quadrature can be leveraged
for the design of general purpose moment transform, which meets the Goal 2 from
Chapter 4. Unlike the classical transforms, the proposed GPQ and TPQ-MTs are able to
acknowledge the limited extent of knowledge of the integrated function when evaluated
at finite number of evaluation points and thus they can account for the integration error
incurred in computing the mean, by inflating the transformed covariance. The under-
lying models in the proposed transforms are non-parametric, which brings a number
of advantages. Namely, the transform is not restricted by polynomial assumptions on
the integrand (unlike the classical methods) and it quantifies predictive uncertainty,
which eventually translates into integral uncertainty. Should a situation arise when we
do not trust the function evaluations for any reason, the models have the capability to
account for noise in function evaluations. The proposedmoment transforms are entirely
general, in that the equations hold for any kernel and input density; however, analyt-
ically tractable kernel-density pairs are preferable. I showed that the transform may
outperform classical transforms on a coordinate conversion and nonlinear sigma-point
filtering examples. In all experiments, the filters based on the BQ give more realistic
estimates of the covariance, hence are better at self-assessing their estimation error.
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Chapter 7

GPQMoment Transforms with
Derivative Observations

The quadratures seen up to this point relied only on the function values. When the
integrand is differentiable, it might be beneficial to consider incorporating the derivative
evaluations into the quadrature rule for improving the integral approximation.

This chapter proposes the use of function derivatives as a way of decreasing the
GPQ integral variance. While the use of derivatives in BQ is not a completely new idea,
their use has not yet been systematically analyzed in the present literature. I design
a general GPQ moment transformation which uses gradients as additional source of
information about the integrand and also reveal connections between the proposed
transform and the linearization transform in Algorithm 3, which is a center piece of the
well-known EKF. Contributions in this chapter can be found in the following author’s
publication:

• J. Prüher and S. Särkkä. On the Use of Gradient Information in Gaussian Process
Quadratures. In IEEE 26th International Workshop on Machine Learning for Signal
Processing (MLSP), pages 1–6, Sept 2016. doi: 10.1109/MLSP.2016.7738903

7.1 Gradient Observations in GP Quadrature

The use of derivative observations in GP regression is a special case of using linear
operator observations, which has been previously discussed, for example, in [Murray-
Smith and Pearlmutter, 2005; Särkkä, 2011]. I briefly review the problem setup and
state the main result, which is later applied to incorporate derivatives into GPQ.

First, let’s consider the GP regression problem on a scalar function g : RD → R,
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where, in addition to observing function values g(xn) for every input xn, we also observe
gradients ∇g(xn). We could look at it as having two observation models, so that

yn = g(xn) + ε, ε ∼ N
(
0, σ2

)
, (7.1.1)

δn = d(xn) + εd, εd ∼ N
(
0, σ2

dI
)
, (7.1.2)

where d : RD → RD is a gradient of function g(x) defined as

d(x) := ∇g(x) =
[
∂g
∂x1

· · · ∂g
∂xD

]>
. (7.1.3)

Since gradient is a linear operator acting on a GP distributed function g, the d is also a
GP. This fact is an infinite dimensional analogue of the affine invariance property of
Gaussian random variables. With gradient observations incorporated, our dataset is
now D = {(xn, yn, δn)}Nn=1.

In order to distinguish covariances, the following notation is adopted

kgg(x,x
′) = C

[
g(x), g(x′)

]
, (7.1.4)

kgd(x,x
′) = C

[
g(x),d(x′)

]
, (7.1.5)

kdd(x,x
′) = C

[
d(x),d(x′)

]
. (7.1.6)

Assuming the observations are exact (zero noise), the GP predictive mean and variance
are given by

Eg[g(x) | D] = k(x)>K−1y, (7.1.7)

Vg[g(x) | D] = kgg(x,x)− k(x)>K−1k(x), (7.1.8)

where all observations are arranged in a (N +ND × 1) vector

y =

[
yg

yd

]
, where yg =


y1

...
yN

 and yd =


δ1

...
δN

 . (7.1.9)

The layout of the block matrices is

k(x) =

[
kgg(x)

kgd(x)

]
and K =

[
Kgg K>gd
Kgd Kdd

]
, (7.1.10)
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where

kgd(x) =
N∑
n=1

en ⊗ kgd(x,xn), (7.1.11)

Kgd =
N∑

m,n=1

eme>n ⊗ kgd(xm,xn), (7.1.12)

Kdd =
N∑

m,n=1

eme>n ⊗ kdd(xm,xn), (7.1.13)

where ⊗ denotes Kronecker product. Since

kgd(x,xn) :=
∂

∂x′
kgg
(
x,x′

)∣∣∣∣
x′=xn

, (7.1.14)

kdd(xm,xn) :=
∂2

∂x∂x′
kgg
(
x,x′

)∣∣∣∣
x=xm,x′=xn

(7.1.15)

are a (D× 1) vector and (D×D) matrix respectively, the Kgd is (DN ×N) block matrix
and Kdd is (DN ×DN) block matrix. The Figure 7.1.1b shows the reduced predictive
variance of GP regression fit when gradient observations are used. The same kernel
parameters are used in both cases.

Finally, with the augmented expressions (7.1.7) and (7.1.8) in hand, incorporating
derivative information into the GPQ is very straightforward. Plugging eqs. (7.1.7)
and (7.1.8) into eqs. (3.3.2) and (3.3.3), the expressions for first two moments of the
integral are obtained

Eg[Ex[g(x)]] = Ex

[
k(x)

]>
K−1y = q>K−1y, (7.1.16)

Vg[Ex[g(x)]] = k̄ − q>K−1q. (7.1.17)

Since y contains gradient observations as well, the quadrature weights are stacked in
the following layout

w =
[
w1 . . . wN (wd

1)> . . . (wd
N )>

]
(7.1.18)

where wd
N ∈ RD. This means, that eq. (7.1.16) is a quadrature rule of the form

Q[g] =
N∑
n=1

wng(xn) +
N∑
n=1

(wd
n)>d(xn). (7.1.19)
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The Figure 7.1.1c illustrates the reduction in integral variance when the additional
gradient observations are included. Both the GPQ and GPQ with gradient observations
(GPQ+D) produce distributions centered on the true value of the integral.

(a) (b)

(c)

Figure 7.1.1: Approximation of the true function (dashed) with the GP mean function (solid).
(a) Approximation using function observations (dots) only. (b) Approximation using function
values and gradient observations (line segments). (c) Densities over the value of the integral.
The integral variance of GPQ+D (solid) is visibly smaller than that of GPQ (dash dot). Both
densities concentrate near the true value of the integral (dashed).

7.2 GPQ Transforms with Gradients

Mathematical derivation of the GPQ+D moment transform follows the same tem-
plate as the previous BQ transforms in Sections 6.2 and 6.3. I take the expressions for
GPQ+D integral mean and variance from eqs. (7.1.16) and (7.1.17), and substitute them
into the general expressions for the BQ transformed moments in eqs. (6.1.4b), (6.1.4e)
and (6.1.4g).

The only remaining issue is the extension of results from the previous section to
the case of vector functions g : RD → RE . This is easily accomplished by extending
the matrix y with additional columns, each of which contains all observations of one
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particular output of g(x). For clarity, layout of the observation matrix is as follows

Y =



y1
1 . . . ye1 . . . yE1
... . . . ... . . . ...
y1
n . . . yen . . . yEn
... . . . ... . . . ...
y1
N . . . yeN . . . yEN
δ1

1 . . . δe1 . . . δE1
... . . . ... . . . ...
δ1
n . . . δen . . . δEn
... . . . ... . . . ...
δ1
N . . . δeN . . . δEN



, (7.2.1)

where n and e index sigma-points and outputs, respectively.
To summarize, the proposed Gaussian approximation of the joint distribution of

x ∼ N(m, P) and the transformed random variable y = g(x) based on the GPQ with
derivative observations (GPQ+D), is given by[

x

y

]
∼ N

([
m

µA

]
,

[
P CA

C>A ΠA

])
, (7.2.2)

where the transformed moments are computed by the Algorithm 15.

7.2.1 Connection to Linearization Transform

General GPQ+D moment transform is formulated for arbitrary kernel and sigma-point
sets. Below, I give proofs that GPQ+D reduces to linearized transform for two particular
choices of the kernel. In the derivations, I use the centered variant of the GPQ+D
transform, which uses a substitution x = m +η, η ∼ N(0, P) in the Gaussian integrals
in eqs. (3.2.2a) to (3.2.2c). Thus GP models the function g̃(η) = g(x) = g(m + η), so
that g̃(η) ∼ GP(0, k(η,η′)). Expressions for the mean and covariance of the centered
GPQ+D, on the lines 30 and 31 of Algorithm 15 respectively, remain formally the same,
except for the input-output covariance, which becomes

CA = WcY. (7.2.3)

In order for the GPQ+D to be equivalent to the linearization transform, clearly, the
expressions for the mean and covariance on the lines 30 and 31 of the Algorithm 15 and
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Algorithm 15:Gaussian process quadraturemoment transformwith additional deriva-
tive observations of the integrand. The function takes the inputmeanm and covariance
P together with the kernel parameters θ and unit sigma-points ξn arranged in columns
of a matrix Ξ to produce the transformed moments µA, ΠA, CA.
1 Function GPQDMT(m, P, θ, Ξ)

// Form sigma-points.
2 L← MatrixFactor(P)
3 X←m + LΞ

// Evaluate nonlinearity and its gradient at sigma-points.
4 Yg ← g(X)
5 Yd ←∇g(X)

6 Y ←
[
Yg

Yd

]
// Evaluate kernel expectations.

7 k̄ ← Eξ[kgg(ξ, ξ ;θ)]
8 for n← 1 to N do
9

[
qgg
]
n
← Eξ[kgg(ξ, ξn ;θ)]

10 [Rg]∗n ← Eξ[ξkgg(ξ, ξn ;θ)]
11 Kgd ← Kgd + en ⊗ kgd(ξ, ξn ;θ)
12 qgd ← qgd + en ⊗ Eξ[kgd(ξ, ξn ;θ)]

13 Rd ← Rd + en ⊗ Eξ[ξkgd(ξ, ξn ;θ)]
14 for m← 1 to N do
15 [Kgg]nm ← kgg(ξn, ξm ;θ)

16
[
Qgg

]
nm
← Eξ[kgg(ξ, ξm ;θ)kgg(ξ, ξm ;θ)]

17 Kdd ← Kdd + ene>m ⊗ kdd(ξn, ξm ;θ)

18 Qgd ← Qgd + ene>m ⊗ Eξ[kgg(ξn, ξ ;θ)kgd(ξ, ξm ;θ)]

19 Qdd ← Qdd + ene>m ⊗ Eξ[kdg(ξn, ξ ;θ)kgd(ξ, ξm ;θ)]

20 end
21 end

22 K←
[
Kgg K>gd
Kgd Kdd

]
23 q←

[
qgg
qgd

]
24 Q←

[
Qgg Q>gd
Qgd Qdd

]
25 R←

[
Rg Rd

]
// Compute GPQ+D weights.

26 w← K−1q

27 W← K−1QK−1

28 Wc ← RK−1

// Compute transformed moments.
29 σ2 ← k̄ − tr

(
QK−1

)
30 µA ← Y>w

31 ΠA ← Y>WY − µAµ
>
A + σ2I

32 CA ← LWcY

33 return µA, ΠA, CA

34 end
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the cross-covariance in eq. (7.2.3) should be equal to eqs. (3.2.5a) to (3.2.5c) respectively.
This can be achieved when GPQ+D uses single sigma-point x0 = m (η0 = 0), in which
case Y =

[
g(m) G(m)

]>
and the weights are given by

w =

[
1

0

]
, W =

[
1 0>

0 P

]
, Wc =

[
0 0>

0 P

]
. (7.2.4)

Additionally, σ2 = 0 must hold.
The linearized transformuses derivative at one point to approximate the nonlinearity

with a tangent line. The same can be achieved with GP regression using affine kernel
and gradient observations.

Theorem 6 (GPQ+D with affine kernel). Let the kernel be given as

kgg(η,η
′) = σ2

0 + η>Ση′

with Σ = diag
([
σ2

1 . . . σ2
D

])
. Assume that one sigma-point η0 = 0 is used. Then the

general GPQ+D transform reduces to the linearized transform and the variance of the mean
integral is zero.

Proof. The kernel derivatives are

kgd
(
η,η′

)
= Ση, (7.2.5)

kdd
(
η,η′

)
= Σ. (7.2.6)

After evaluating the kernel at η0 and its expectations, we find that

q =

[
σ2

0

0

]
, K−1 =

[
σ−2

0 0>

0 Σ−1

]
, Q =

[
σ4

0 0>

0 ΣPΣ

]
(7.2.7)

plugging into the expressions for weight matrices w, W and Wc fromAlgorithm 15, we
obtain the linear transform weights given by eq. (7.2.4). Expected GP variance reduces
to σ2 = σ2

0 + tr (PΣ)− (σ2
0 + tr (PΣ)) = 0. Plugging q and K−1 into eq. (7.1.17), it is

easily verified that the variance of the mean integral is zero.

In a similar fashion, we can use the radial basis function (RBF) kernel with infinite
lengthscale to obtain linearized transform.

Theorem 7 (GPQ+D with RBF kernel and λ→∞). Let

kgg
(
η,η′

)
= α2 exp

(
−1

2

(
η − η′

)>
Λ−1

(
η − η′

))
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where Λ = λ2I and λ is the lengthscale parameter. Assume that one sigma-point η0 = 0 is
used. Then the GPQ+D transform reduces to the linear transform for λ→∞ and variance of
the mean integral is α2 − 1.

Proof. The kernel derivatives are

kgd
(
η,η′

)
= Λ−1

(
η − η′

)
kgg
(
η,η′

)
(7.2.8)

kdd
(
η,η′

)
=
[
I−Λ−1

(
η − η′

)(
η − η′

)>]
Λ−1kgg

(
η,η′

)
(7.2.9)

After computing all the necessary kernel expectations on the lines 7 to 19 ofAlgorithm15,
we find that

q> =
[
α2
∣∣PΛ−1 + I

∣∣−1/2
0
]

(7.2.10)

K−1 =

[
α−2 0>

0 α−2Λ

]
(7.2.11)

Q =

[
b 0>

0 bΛ−1(2Λ−1 + P−1)−1Λ−1

]
(7.2.12)

and b = α4
∣∣2Λ−1P + I

∣∣−1/2. The weights are

w =
∣∣Λ−1P + I

∣∣−1/2
[
1 0>

]>
, (7.2.13)

W =
∣∣2Λ−1P + I

∣∣−1/2

[
1 0>

0 (2Λ−1 + P−1)−1

]
, (7.2.14)

Wc =
∣∣Λ−1P + I

∣∣−1/2

[
0 0>

0 (Λ−1 + P−1)−1

]
. (7.2.15)

Taking a limit for λ→∞, we obtain the linear transformweights in eq. (7.2.4). Expected
GP variance is σ2 = α2 − b

[
α−2 + tr

(
(2Λ−1 + P−1)−1Λ−1

)]
for which limλ→∞ σ

2 = 0.
Plugging in q and K−1 into eq. (7.1.17), the variance of the mean integral becomes

Vg[Eη[g(η)]] = α2
∣∣2Λ−1P + I

∣∣−1/2 −
∣∣Λ−1P + I

∣∣−1
,

which, for λ→∞, approaches α2 − 1.
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7.3 Numerical Experiments

In all numerical experiments, I tested decoupled variants of GPQ and GPQ+D moment
transforms. Both transforms operate with the RBF kernel and use spherical-radial unit
sigma-points. The kernel parameters λ and α were set to good heuristic values for each
experiment independently. Both transforms were compared against the spherical-radial
transform (SR) [Arasaratnam and Haykin, 2009].

7.3.1 Analytical example

In the first experiment, I considered a simple example, where the transformed moments
can be computed exactly. A well known fact is that a random variable given by sum of
squares function (SOS)

z = gSOS(x) = x>x, where x ∼ N(0, ID) (7.3.1)

has density z ∼ χ2(D) with mean D and variance 2D. Kernel parameters of both
GPQ-based transforms were α = 1 and λ = 10. It is apparent from the Table 7.3.1, that,

D 1 5 10 25

Mean

True 1.00 5.00 10.00 25.00
SR 1.00 4.95 10.00 25.00
GPQ 1.00 5.00 10.00 25.02
GPQ+D 0.99 5.00 9.89 24.49

Variance

True 2.00 10.00 20.00 50.00
SR 0.00 0.00 0.00 0.00
GPQ 0.00 0.01 0.05 0.78
GPQ+D 1.92 9.61 19.16 46.44

Table 7.3.1: Comparison of transformed mean and variance for increasing dimension D com-
puted by the SR, GPQ and GPQ+D moment transforms.

while SR and GPQ transforms capture the mean fairly accurately, they completely fail
to capture the variance of transformed random variable. GPQ+D is the only transform
that comes close to the true transformed variances. Table 7.3.2 demonstrates that by
including gradient information the variance of the mean integral decreases. Figure 7.3.1
shows the GP regression fit to eq. (7.3.1) for D = 1. The ordinary GP regression fit, in
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Figure 7.3.1a, fails to capture the true function, whereas by including the derivative
information the fit improves significantly as seen in Figure 7.3.1b. This is because we
are using symmetric sigma-point set and eq. (7.3.1) is an even function.

(a) (b)

Figure 7.3.1: (a) Approximation used by GPQ. (b) Approximation used by GPQ+D.

D 1 5 10 25

GPQ 1.14e-08 5.56e-08 3.31e-07 4.62e-06
GPQ+D 6.62e-09 3.16e-08 2.75e-07 4.27e-06

Table 7.3.2: Comparison of variance of themean integral for GPQ andGPQ+D.Overall, including
derivative information decreases variance

7.3.2 Sensor network measurements

The second experiment is inspired by Gustafsson and Hendeby [2012], who considered
nonlinear measurements commonly encountered in sensor networks. These are, time
of arrival (TOA), direction of arrival (DOA) and received signal strength (RSS) given by

gTOA(x) = ‖x‖2, (7.3.2)

gDOA(x) = atan2(x1, x2), (7.3.3)

gRSS(x) = 10− 20 log10(‖x‖22), (7.3.4)

where atan2 is the four-quadrant variant of atan. As an example of vector function, I
considered radar measurements (RDR) which arise as a mapping of range r and bearing
θ to Cartesian coordinates given by

gRDR(x) =

[
r cos θ

r sin θ

]
. (7.3.5)

The symmetrized KL-divergence was used to measure the distance between the baseline
moments of the Gaussian distribution, computed by Monte Carlo transform with 20 000
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samples, and the transformed distribution computed by SR, GPQ and GPQ+D respec-
tively. The covariance of the input distribution was randomly generated and results
were averaged over 100 MC simulations. Since DOA and RDR functions are limited
to two-dimensional inputs, I tested for D = 2 only. Table 7.3.4 shows that including
gradient observations in GPQ can improve the average symmetrized KL-divergence;
in case of TOA, even by two orders of magnitude. Values of the kernel parameters for

TOA RSS DOA RDR

λ 3.0 0.2 2.0 5.0
α 10 10 1 1

Table 7.3.3: Values of the RBF kernel parameters.

individual functions are summarized in Table 7.3.3.

SR GPQ GPQ+D

TOA 2.74e-02 3.37e-01 4.61e-03
RSS 4.48e+00 4.76e-01 4.70e-01
DOA 5.48e-03 5.99e-03 1.80e-03
RDR 6.48e-01 7.07e-01 2.94e-01

Table 7.3.4: Comparison of the SR, GPQ and GPQ+D moment transforms in terms of sym-
metrized KL-divergence performance.

7.4 Conclusion

In this chapter I analyzed the use of gradient observations in GP quadratures and
designed general moment transformations based on GP quadrature with gradients. The
proposed transforms were tested on a range of functions arising in the sensor network
applications. Using Monte Carlo simulations, I have shown that including additional
gradient observations improve the accuracy of computed moments as measured by the
symmetrized KL-divergence. Finally, I gave proofs for the two limit cases when the
proposed transform reduces to the linear transform based on Taylor series, which meets
the final goal of this thesis set out in Chapter 4.
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Chapter 8

Conclusion

This thesis focused on the application of the Gaussian process regression models for the
recursive system identification and applications of the Bayesian quadrature for design
of the moment transformations, commonly found in state estimation algorithms.

The early chapters were focused on the preliminaries necessary for building up the
background to the contributions presented in the later chapters. The contemporary
system identification algorithms for linear as well as nonlinear systems were reviewed
and detailed explanation of the non-parametric Gaussian process regression model was
presented. The current state-of-the-art in the local nonlinear filtering was reviewed next,
where the moment transforms were identified as the key component. The Bayesian
quadrature was presented as a novel alternative view to the numerical integration
offering many advantages over the classical methods.

Leveraging advantages of the Gaussian process regression for recursive system
identification was the main theme of the Goal 1 stated in Chapter 4 as:

(a) Investigate suitability of the RGP algorithm for recursive system identification as means for
decreasing computational demands of the original GP model.

(b) Bound the computational demands for kernel parameter optimization.

In Chapter 5, I applied the recursive GP algorithm to system identification and proposed
an ad-hoc kernel parameter optimization procedure, which significantly reduced the per-
iteration computational cost. The proposed RGP identification algorithmwas compared
with the full GP in the system identification experiments. Even though the RGP is an
approximation, I found it gave overall comparable performance to the FGP under mild
assumptions on the boundedness of the state trajectory. The RGP identification was
later applied in the functional adaptive control loop. Despite its slower adaptation, the
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experiments showed that the RGP control can achieve comparable performance in terms
of tracking error. With it’s current basis vector placement scheme, the proposed RGP
control algorithm is practically applicable to lower-order systems. For higher-order
systems, an alternative placement scheme, which scales favorably with the dimension
of the state vector, would have to be developed.

Chapter 6 focused on the moment transforms based on the Bayesian quadrature
and addressed the Goal 2, which revolved around improvement of the current state-of-
the-art moment transformations. The sub-goals were stated as follows:

(a) Leverage the statistical view of quadrature for the design of general purpose moment trans-
formations and incorporate the approximation error in the output mean, in eq. (3.2.2a), into
the moment transformation process.

(b) Use the proposed moment transformations to improve estimate quality of the nonlinear
sigma-point filters; especially in terms of credibility of the covariance estimates.

The problem of incorporating the integral variance was elegantly solved for any proba-
bilistic model of the integrand. I utilized the GP and the TP regression, because they
are analytically convenient, and designed the corresponding general purpose moment
transforms. Employing the BQ-based transforms in both the Gaussian as well as the
Student’s t-filters resulted in significantly improved credibility of the covariance esti-
mates, thus lending credence to the suspicions raised in the Chapter 4 about the leaking
integration error. For higher dimensions of the system state it is becoming increasingly
difficult to come up with good initial guesses for the kernel parameters that yield com-
petitive results, which is why I would recommend these filters for systems with lower
state dimension.

The Chapter 7 was concerned with the design of GPQ transforms that can make
use of the information about derivatives of the integrand and thus addressed the final
Goal 3 of this thesis, formulated as:

(a) Explore the question of derivative information in BQ as means for reducing the integral
variance and attempt to find connections with classical linearization.

Perhaps not so surprising theoretical connection, which I proved in Chapter 7, is that
the GPQ transform with derivatives can be reduced to familiar linearization for suit-
able choices of kernels and sigma-points. Including additional derivative information
helps reduce the integral variance and, as shown experimentally, the derivatives play a
decisive role in situations when the integrand is an even function and the sigma-point
set is symmetric.
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8.1 Challenges and Future Work

The Bayesian approach to quadrature is not without its challenges. One peculiarity
is that the point-sets are not prescribed by the rule, which can either be viewed as an
opportunity, because they could be optimized to minimize the integral variance; or a
burden, because the additional degree of freedom introduces ambiguity regarding the
choice of criteria for point selection. More importantly, the proposed BQ transforms
assume that we can guess suitable values of the parameters, which is certainly possible
if the analytic form of the integrand is known a priori, as is the case in nonlinear filtering.
The standard evidence maximization method for fitting GPs works well if the number
of points is large enough, but produces unsatisfactory estimates for minimal point-sets,
such as those used in local filters. A principled method for optimizing the parameters
for small point-sets still remains to be found and presents an interesting challenge for
future research.

In the GPQ and TPQ, the choice of the kernel plays a decisive role, because it encodes
assumptions on the integrand and also affects computations of the quadrature weights
through the kernel expectations. Ideally, we need to choose the kernel such that the
induced assumptions about the integrand are acceptable for the given application and
the kernel expectations are tractable. Meeting both criteria at the same time is very
hard, if not impossible in some cases, which is why the use of approximate kernel
expectations might become inevitable. The proposed moment transforms relied on the
commonly used RBF kernel for tractability reasons. The induced assumption is that
the integrand is infinitely differentiable (smooth), which may be unacceptable for some
applications.

In spite of these challenges, I hope to have shown that accounting for the integration
error in local filters is a worthy pursuit, which will spur further research.
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Appendix A

Appendix

A.1 Multivariate Gaussian Probability Density Function

N(x |m, P) = |2πP|−
1
2 exp

(
−1

2
(x−m)>P−1(x−m)

)
(A.1.1)

Product of Two Gaussian Probability Density Functions

According to [Petersen and Pedersen, 2012] the formula for the product of two Gaussian
densities can be written as

N(x |m1, P1 )N(x |m2, P2 ) = N(m1 |m2, P1 + P2 )N(x |m, P) (A.1.2)

where

m = P
(
P−1

1 m1 + P−1
2 m2

)
(A.1.3)

P =
(
P−1

1 + P−1
2

)−1 (A.1.4)

A.2 Multivariate Student’s t-density Function

In the following, let x ∈ RD be a Student’s t-distributed random variable. Multivariate
Student’s t-density can be defined in various ways, see [Kotz and Nadarajah, 2004].
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Scale parametrization

This is the most commonly encountered parametrization.

St(x |m, Σ, ν ) =
Γ
(
ν+D

2

)
Γ
(
ν
2

)
|νπΣ|

1
2

(
1 +

1

ν
(x−m)>Σ−1(x−m)

)−ν+D
2

(A.2.1)

Covariance parametrization

Plugging the relationship between the scale and covariance matrices Σ = ν−2
ν P into

eq. (A.2.1), yields

St(x |m, P, ν ) =
Γ
(
ν+D

2

)
Γ
(
ν
2

)
|(ν − 2)πP|

1
2

(
1 +

1

ν − 2
(x−m)>P−1(x−m)

)−ν+D
2
.

(A.2.2)

A.3 RBF Kernel

For x,x′ ∈ RD, the radial basis function kernel (RBF) is given by

k(x,x′) = α2 exp

(
−1

2
(x− x′)>Λ−1(x− x′)

)
, (A.3.1)

with Λ = diag
( [
λ1 . . . λD

] )
, where α and λd are parameters. Comparing eqs. (A.1.1)

and (A.3.1), the RBF kernel can be written with the help of Gaussian PDF as

k(x,x′) = α2|2πΛ|
1
2 N
(
x
∣∣x′, Λ

)
(A.3.2)
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RBF Kernel Expectations w.r.t. Gaussian Density

This section contains derivations of the RBF kernel expectations w.r.t. an arbitrary
Gaussian PDF.

[q]n = Ex[k(x,xn)] =

∫
k(x,xn)N(x |m, P) dx (A.3.3)

= α2|2πΛ|
1
2

∫
N(x |xn, Λ)N(x |m, P) dx (A.3.4)

= α2|2πΛ|
1
2 N(xn |m, Λ + P)

∫
N(x |µ, Σ) dx (A.3.5)

= α2|2πΛ|
1
2 N(xn |m, Λ + P) (A.3.6)

Using the definition of the Gaussian density in eq. (A.1.1), the expression simplifies to

[q]n = α2
∣∣Λ−1 + I

∣∣−1
2 exp

(
−1

2(xn −m)>(Λ + I)−1(xn −m)
)

(A.3.7)

[R]∗n = Ex[xk(x,xn)] =

∫
xk(x,xn)N(x |m, P) dx (A.3.8)

= α2|2πΛ|
1
2 N(xn |m, Λ + P)

∫
xN(x |µ, Σ) dx (A.3.9)

= [q]nµ = [q]n(Λ + I)−1xn, (A.3.10)

where [q]n is defined above.
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[Q]nm = Ex[k(x,xn)k(x,xm)] =

∫
k(x,xn)k(x,xm)N(x |m, P) dx

= α4
∣∣(2π)2Λ2

∣∣ 12 ∫ N(x |xn, Λ)N(x |xm, Λ)N(x |m, P) dx

= α4
∣∣(2π)2Λ2

∣∣ 12 N(xn |xm, 2Λ)

∫
N
(
x
∣∣ znm, 1

2Λ
)
N(x |m, P) dx

= α4
∣∣(2π)2Λ2

∣∣ 12 N(xn |xm, 2Λ)N
(
znm

∣∣m, 1
2Λ + P

) ∫
N(x | ·, ·) dx

= α4
∣∣(2π)2Λ2

∣∣ 12 |2π2Λ|−
1
2
∣∣2π(1

2Λ + P)
∣∣− 1

2

× exp
(
−1

2(xn − xm)> 1
2Λ−1(xn − xm)

)
× exp

(
−1

2(znm −m)>(1
2Λ + P)−1(znm −m)

)
= α4

∣∣2Λ−1P + I
∣∣− 1

2 (A.3.11)

× exp
(
−1

2(xn − xm)> 1
2Λ−1(xn − xm)− 1

2(znm −m)>(1
2Λ + P)−1(znm −m)

)
(A.3.12)

where znm = 1
2(xn + xm). Deisenroth et al. [2009, p.22] gives a simplified form of the

exponent, so that

[Q]nm = α4
∣∣2Λ−1P + I

∣∣− 1
2 exp

(
−1

2

[
ζ>nΛ−1ζn + ζ>mΛ−1ζm − z>nmR−1Pznm

])
(A.3.13)

where ζn = xn −m and R = 2Λ−1P + I.
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